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Tejas N. Narechania* & Scott Shenker** 

The Internet is our most important global communications 

infrastructure. But its continued success is at risk. The Internet 

originally flourished under a careful regime of regulations, technical 

standards, and market incentives that protected three key principles—

neutrality, interconnection, and generality. For example, regulations 

requiring AT&T to interconnect with rivals and ensuring neutrality 

among applications helped to convert the telephone system into the 

foundation for our early Internet. 

Recently, the Internet has gradually evolved to meet modern 

demands for better performance and security, transitioning into what 

the computer science community calls an edge-enhanced Internet (or, 

more simply, the Enhanced Internet). 
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This Enhanced Internet departs from the foundational 

principles—neutrality, interconnection, and generality—that 

characterized both the original Internet and the telephone networks 

before it. And so, though the Enhanced Internet offers greater 

performance and security, it also has less resilience, is subject to more 

concentrated private control, and contributes to a greater digital 

divide. Most critically, the Enhanced Internet risks stifling innovation: 

Though AT&T could not halt the rise of the original Internet, the 

concentrated owners of the Enhanced Internet may, by accident or 

advertence, impede the emergence of new transformative technologies 

and services. 

This shift to the Enhanced Internet has received little attention 

from legal and policy communities. But a path forward remains. With 

renewed regulatory effort and updated technical standards, we can 

preserve the advancements of the Enhanced Internet while restoring 

the foundational principles that fueled the original Internet’s success, 

ensuring an infrastructural platform for innovation and equitable 

connectivity in the future. 
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I. 

INTRODUCTION 

The Internet is our most important global communications infrastructure. It 

has transformed nearly every aspect of life—civic engagement, commerce, 

education, healthcare, and speech, among others—by offering an infrastructural 

platform for a wide variety of content and applications.1 

 

 1. See, e.g., Haarika Manda, Varshika Srinivashavaradhan, Laasya Koduru, Kevin Zhang, 

Xuanhe Zhou, Udit Paul, Elizabeth Belding, Arpit Gupta & Tejas Narechania, Measuring Broadband 

Policy Success, HARV. L. REV. BLOG (July 16, 2024), 

https://harvardlawreview.org/blog/2024/07/measuring-broadband-policy-success/. 
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The Internet rose to prominence under a carefully constructed regime of 

regulations, technical standards, and market incentives. Together, this regime 

ensured that the early Internet’s infrastructure, which arose out of the existing 

telephone infrastructure, conformed to three principles: neutrality, 

interconnection, and generality. Early telephone regulations, for example, 

required that AT&T interconnect with competing telephone companies.2 Such 

rules meant that far-flung communities did not need to depend on an incumbent 

provider for service. A local provider—an entrepreneurial electric cooperative, 

say—could build its own local telephone or Internet network and offer service 

connecting local consumers to the rest of the world. Likewise, regulations 

required that AT&T use its telephone lines to sell a general-purpose transmission 

service that helped build the commercial Internet. 3  And other regulations 

prohibited AT&T from blocking access to new devices and applications, freeing 

innovators to develop new technologies—modems that facilitated cheap Internet 

connectivity and online access to vast libraries of content.4 Such innovations 

helped fuel the Internet’s early and continuing popularity.5 

This regime of regulations, standards, and incentives was trained on the 

Internet and its constituent networks. Computer scientists and policymakers have 

long drawn a distinction between the Internet (i.e., the network infrastructure) 

and the applications using the Internet (i.e., the software running on computers 

that sit outside the network).6 This boundary between the Internet’s networks and 

its applications is critically important. 

For policymakers, this boundary has tacitly marked the point between 

regulated and deregulated industries.7 Communications networks have long been 

 

 2. E.g., Amendment of Section 64.702 of the Comm’n’s Rules & Regs., Final Decision, 77 

F.C.C.2d 384, paras. 119–132 (1980) [hereinafter Computer II Final Decision]; see also James B. Speta, 

A Common Carrier Approach to Internet Interconnection, 54 FED. COMM. L.J. 225, 265–66 (2002). 

 3. E.g., Computer II Final Decision, supra note 2, paras. 119–132; see also Susan P. Crawford, 

Transporting Communications, 89 B.U. L. REV. 871, 893 (2009). 

 4. E.g., Regul. & Pol'y Probs. Presented by the Interdependence of Comput. & Commc’n 

Servs. & Facilities, Tentative Decision of the Commission, 28 F.C.C.2d 291, paras. 33, 36 (1970) 

[hereinafter Computer I Initial Decision]; Regul. & Pol'y Probs. Presented by the Interdependence of 

Comput. & Commc’n Servs. & Facilities, Final Decision and Order, 28 F.C.C.2d 267, para. 12 (1971) 

[hereinafter Computer I Final Decision]; Use of the Carterfone Device in Message Toll Tel. Serv., 13 

F.C.C.2d 420 (1968). 

 5. See, e.g., Tejas N. Narechania & Tim Wu, Sender Side Transmission Rules for the Internet, 

66 FED. COMM. L.J. 467 (2014). 

 6. For examples from the legal literature, see Lawrence B. Solum & Minn Chung, The Layers 

Principle: Internet Architecture and the Law, 79 NOTRE DAME L. REV. 815, 816 (2004); Kevin 

Werbach, Breaking the Ice: Rethinking Telecommunications Law for the Digital Age, 4 J. TELECOMM. 

& HIGH TECH. L. 59, 84 (2005) (explaining that the FCC’s approach evinced “layered policy-making”). 

For a canonical example from computer science, see Barbara Liskov & Stephen Zilles, Programming 

with Abstract Data Types, 9 ACM SIGPLAN NOTICES 50 (1974). 

 7. See, e.g., Computer I Final Decision, supra note 4, at 267, 268 (drawing such a distinction); 

Computer II Final Decision, supra note 2, paras. 88–102; see also Narechania & Wu, supra note 5, at 

471–75; Werbach, supra note 6, at 84. 
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regulated, as noted above, to ensure neutrality, interconnection, and generality.8 

In short, these regulations help to ensure that these networks both serve as 

general-purpose infrastructural platforms for new innovations (such as streaming 

services, videoconferencing tools, or artificial intelligence applications), and 

have the capacity to support their own replacement (as the telephone networks 

gave way to the Internet). By contrast, policymakers have, by design, kept the 

applications that use the Internet largely unregulated.9 

For technologists, this boundary has helped to define the Internet and to 

organize development activity. Improvements in network performance (such as 

improvements in the service offered by Comcast or AT&T, or updates to core 

Internet protocols) typically occurred within the network. By contrast, 

application development and deployment (such as the development of Google, 

Spotify, TikTok, or Netflix) depends upon—and takes as given—the Internet. It 

uses the Internet’s technical standards and protocols, but has not—until 

recently—intervened into core network functions, such as data transmission. 

Over time, such Internet-based applications have grown in size and scope, 

demanding better performance and greater security from the Internet. Streaming 

video, for example, requires high-performance Internet service. The Internet has 

adapted in response to these demands. Indeed, because the Internet both serves 

as an infrastructural platform and has the capacity for “auto-evolution”—i.e., 

because the Internet was designed to give way to its own eventual replacement—

technologists were able to innovate new infrastructural solutions to address these 

performance and security concerns. Most notable among the solutions are 

caching services provided by content-delivery networks (CDNs).10 Through the 

widespread adoption of these solutions, the Internet has gradually evolved into 

what the computer science community refers to as an edge-enhanced Internet—

or, more simply, the “Enhanced Internet.”11 

 

 8. See supra notes 2–4 and accompanying text; see also Letter from N.C. Kingsbury, Vice 

President, AT&T, to J. C. McReynolds, Att’y Gen., U.S. Dep’t of Just. (Dec. 19, 1913), reprinted in 

1913 ANNUAL REPORT OF THE DIRECTORS OF AT&T TO THE SHAREHOLDERS. 

 9. See sources cited supra note 7. 

 10. See, e.g., Nick Merrill & Tejas N. Narechania, Inside the Internet, 73 DUKE L.J. ONLINE 35 

(2023). 

 11. See, e.g., Razat Kharga, I-Shyan Hwang, Aliakbar Nikoukar & Andrew Tanny Liem, 

Enhancing Immersive Streaming CDN Through MEC-EdgeAI in NG-EPON & 6G-Xhaul Access 

Network, in 2024 15TH INT’L CONF. ON INFO. AND COMMC’N TECH. CONVERGENCE (Oct. 16–18, 

2024), https://doi.org/10.1109/ICTC62082.2024.10827178; Marjory Blumenthal, Ramesh Govindan, 

Ethan Ktaz-Bassett, Arvind Krishnamurthy, James McCauley, Nick Merrill, Tejas Narechania, Aurojit 

Panda & Scott Shenker, Can We Save the Public Internet?, 53 ACM SIGCOMM COMP. COMMC’N 

REV. 18 (2023). The FCC has sometimes referred to the “ends” of the internet as its “edges,” using terms 

such as “edge provider” to refer to those entities that provide content and applications that consumers 

access. See, e.g., Safeguarding and Securing the Open Internet Restoring Internet Freedom, 39 FCC 

Rcd. 4975, 5112–5113, para. 208 (2024). However, the term “edge” has a different meaning in the 

computer networking community, referring generally to the border (or edge) of a network that faces the 

rest of the internet—and so generally referring to aspects of the internet’s interior. Because of the 

potential for confusion across disciplinary audiences, we use the term “edge” sparingly, specifying 

clearly when we do. 
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This Enhanced Internet has transformed the infrastructure of the Internet—

a transformation that undermines the core principles that fueled the original 

Internet’s success.12 We defer the technical details of these changes for Part III 

of this Article, emphasizing three main ideas here. 

First, the enhancements offered by the Enhanced Internet are functionally 

necessary for high-performance Internet service today.13 Many of the 

applications the public relies upon—streaming video and audio, to name only 

two—are possible at today’s scale and performance only because of the 

Enhanced Internet. 

Second, the Enhanced Internet has blurred that critical boundary between 

the regulated infrastructural platform that constitutes the Internet and the 

applications that sit atop the Internet.14 Specifically, the Enhanced Internet offers 

better performance and security by implementing a series of enhancements on a 

new computational infrastructure inside the network. But the longstanding and 

critical distinction between applications and the regulated network—between 

deregulated and regulated industries—has not accounted for this new 

computational infrastructure. 

And so, third, the regime that once helped ensure neutrality, 

interconnection, and generality does not apply to the Enhanced Internet. Indeed, 

the enhancements offered by the Enhanced Internet are not interconnected. A 

local Internet service provider (ISP) could once build its own local network and 

still offer connectivity to the entire world. But now, these enhancements are 

functionally available only from large-scale providers, 15  meaning that high-

performance Internet service is available only where the proprietors of these 

enhancements choose to offer service.16 

 

 12. Thomas Koch, Weifan Jiang, Tao Luo, Petros Gigis, Yunfan Zhang, Kevin Vermeulen, 

Emile Aben, Matt Calder, Ethan Katz-Bassett, Lefteris Manassakis, Georgios Smaragdakis & Narseo 

Vallina-Rodriguez, Towards a Traffic Map of the Internet, in HOTNETS '21: PROCS. OF THE 20TH ACM 

WORKSHOP ON HOT TOPICS IN NETWORKS 23, 23 (Nov. 10–12, 2021) (describing research about this 

change in the internet’s architecture that “reshaped the research community’s mental model of the 

internet’s structure”). 

 13. Blumenthal et al., supra note 11, at 18, 19 (“To improve performance for some common 

applications, ‘enhancements’ such as caching (as in content-delivery networks) have been gradually 

added to the internet. The resulting performance improvements are so significant that such 

enhancements are now effectively necessary to meet current content delivery demands.”). 

 14. Lloyd Brown, Emily Marx, Dev Bali, Emmanuel Amaro, Debnil Sur, Ezra Kissel, Inder 

Monga, Ethan Ktaz-Bassett, Arvind Krishnamurthy, James McCauley, Tejas Narechania, Aurojit Panda 

& Scott Shenker, An Architecture for Edge Networking Services, in ACM SIGCOMM '24: PROCS. OF 

THE ACM SIGCOMM 2024 CONF. 645, 646 (Aug. 4–8 2024) (“The network infrastructure now applies 

a variety of in-network ‘enhancements’ that involve more than just packet forwarding, and these 

additional functions are typically applied at the network edge.”); cf. Solum & Chung, supra note 14, at 

816.  

Thus, while prior work has emphasized the importance of designing regulatory regimes that adhere to 

systems of technological layering, id., our work considers how regulatory regimes might adapt to 

innovations that challenge traditional notions of technological layering. See infra note 150. 

 15. See infra note 167 and accompanying text. 

 16. See infra Part III. 
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This turn to the Enhanced Internet thus has significant implications for 

capacity, resiliency, competition, distribution, and, perhaps most importantly, 

innovation.17  The Enhanced Internet’s new infrastructures siphon significant 

traffic away from the networks that once comprised the Internet, leading to 

further effects on resiliency and innovation. Indeed, while the Enhanced Internet 

offers greater security, it may ironically prove to be less resilient to infrastructure 

failures.18 Such reductions in resiliency are also due to the Enhanced Internet’s 

striking shift from the original Internet’s organizational composition: The 

Enhanced Internet is characterized by a relatively small number of large entities 

(versus the thousands of local networks that constituted the original Internet) that 

do not interconnect with each other. And so, a failure at any one of these entities 

can have far-reaching ripple effects. Moreover, because these proprietary 

networks do not interconnect with one another, each new provider must build its 

own infrastructure, raising barriers to entry in content-delivery markets and 

yielding greater concentration. As a result, competition among providers has 

shrunk substantially. And because private incentives guide these providers, they 

tend to favor deploying infrastructure in profitable, revenue-rich locales at the 

expense of the globe’s lower-income regions, exacerbating the global digital 

divide. 

Finally, and perhaps most alarming of all, the concentrated owners of the 

Enhanced Internet may act as gatekeepers to future transformative technologies. 

Though regulation ensured that AT&T could not halt the rise of the original 

Internet and that early Internet service providers could not stop the rise of 

companies like Google and Meta, these companies may now impede the 

emergence of whatever technology would come next in the chain following the 

telephone, the Internet, and now the Enhanced Internet—unless the three 

principles that fueled the original Internet’s original success are restored. In 

short, the process of auto-evolution—of using the existing systems to build the 

next generation of communications infrastructure (as with telephone systems and 

the Internet)—may come to a halt with the Enhanced Internet.19 

Our account of the Enhanced Internet thus contributes to an 

interdisciplinary literature in several ways. For one, this Article builds upon the 

existing computer science literature that documents the rise of the Enhanced 

Internet and that describes some of the concerns attending to the Enhanced 

Internet’s new infrastructural arrangement.20 It does so both by providing a novel 

comprehensive account of these problems, and by offering an unrecognized 

account of their source—the blurred boundary between the network and these 

enhancements, and the concomitant effects on regulation and standards 

development. Moreover, because the Enhanced Internet will tend strongly 

 

 17. See infra Part IV. 

 18. See infra Sections IV.A–B. 

 19. See infra note 110. 

 20. E.g., Blumenthal et al., supra note 11; Brown et al., supra note 14. 
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towards concentration, this Article also builds upon the recent technology law 

literature that both documents increased concentration in technology industries 

and describes the problems of such concentration.21 And finally, by arguing for 

greater regulation of the Enhanced Internet, this Article both draws on the 

tradition of legal scholarship on Internet regulation,22 and contributes to the 

burgeoning literature on networks, platforms, and utilities (NPUs), which aims 

to revive a regulated-industries approach to critical infrastructural industries.23 

This Article proceeds in four Parts. 

Part II describes the Internet as it was. 24  Specifically, it describes the 

Internet’s technical design and explain how a regime of technical standards, 

regulations, and market incentives helped to shape the key principles—

neutrality, interconnection, and generality—that fueled the Internet’s success. 

And we explain how these principles helped convert the telephone networks into 

the foundation for the Internet, and how the Internet itself transformed into the 

foundation for the Enhanced Internet. 

Part III describes the Internet as it is now—i.e., the Enhanced Internet, 

which has become dominant over the past decade or so.25 In response to concerns 

about performance and security, new providers innovated enhancements to the 

Internet’s core functions—enhancements delivered by way of new 

infrastructural arrangements—in order to, say, deliver video content to 

consumers. But these new infrastructures have done more than merely 

complement the Internet’s constituent networks—they have started to supplant 

them. And, as Part III describes, this new infrastructural design departs 

significantly from the key principles that defined the Internet and the telephone 

networks before it. 

Part IV describes why this new infrastructural design is of significant 

concern, both for what it provides in the present and for what it can support in 

the future.26 There, we detail the five primary issues briefly described above: 

capacity, resiliency, competition, the digital divide, and innovation.27 

 

 21. E.g., TIM WU, THE CURSE OF BIGNESS (2018); see also Merrill & Narechania, supra note 

10 (describing concentration among the internet’s infrastructural providers). 

 22. E.g., YOCHAI BENKLER, THE WEALTH OF NETWORKS (2007); James B. Speta, A Common 

Carrier Approach to Internet Interconnection, 54 FED. COMM. L.J. 225, 265–66 (2002); Mark A. 

Lemley & Lawrence Lessig, The End of End-to-End: Preserving the Architecture of the Internet in the 

Broadband Era, 48 UCLA L. REV. 925 (2001); Tim Wu, Network Neutrality, Broadband 

Discrimination, 2 J. TELECOMM. & HIGH TECH. L. 141 (2003); Crawford, supra note 3, at 893; Barbara 

van Schewick, Network Neutrality and Quality of Service: What a Nondiscrimination Rule Should Look 

Like, 67 STAN. L. REV. 1 (2015). 

 23. E.g., MORGAN RICKS, GANESH SITARAMAN, SHELLEY WELTON & LEV MENAND, 

NETWORKS, PLATFORMS, AND UTILITIES: LAW AND POLICY (2022). 

 24. See infra Part II. 

 25. See infra Part III. 

 26. See infra Part IV. 

 27. See supra note 17 and accompanying text. 
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Part V describes the (Enhanced) Internet as we think it ought to be.28 

Specifically, we explain how a new regime of technical standards, regulations, 

and market incentives can help to preserve the advancements of the Enhanced 

Internet while restoring the principles that drove the original Internet’s success. 

Indeed, the technology required already exists; and so, perhaps all that is needed 

to accelerate its adoption is a nudge from policymakers. We thus describe how a 

regulatory push can restore the Internet’s status as an infrastructural platform for 

innovation and equitable connectivity for the future. 

II. 

THE INTERNET AS IT WAS 

This Article begins by describing the Internet’s original schema in two 

parts.29  

First, Section II.A outlines the Internet’s original technical architecture and 

infrastructure design.30 While the Internet’s technical details may seem daunting, 

we can distill them into a few manageable ideas. First, the Internet was built in 

layers: Each layer is assigned a specific task, and each layer directly interacts 

only with the layers above and below it. Second, the interconnection among 

networks reached global scale through the combination of technical standards 

and commercial agreements among different sorts of Internet service providers 

(ISPs). Third, application developers—who operate at higher layers and take the 

Internet as given—both contributed to and benefitted from the Internet’s 

commercial success by building a range of popular Internet-based applications. 

Second, Section II.B outlines the normative principles that helped to ensure 

both the Internet’s success and its continued evolution. 31  Specifically, we 

describe how a combination of regulations, technical standards, and market 

incentives helped shape three core principles—neutrality, interconnection, and 

generality—that fueled the Internet’s success. 

A. Design 

The Internet was invented to allow any two computers to exchange data.32 

But how does the Internet work? Though the Internet appears to many as 

 

 28. See infra Part V. 

 29. Portions of this Section draw from the authors’ prior work, including Merrill & Narechania, 

Inside the Internet, supra note 10, and Narechania & Stallman, Internet Federalism, infra note 56, at 

559. Internet Federalism uses the term “backbone” to refer to what here is called “transit.” For our 

present purposes, the terms are interchangeable. 

 30. See infra Section II.A. 

 31. See infra Section II.B. 

 32. For a more detailed technical history of the internet, see, e.g., Barry M. Leiner, Vinton G. 

Cerf, David D. Clark, Robert E. Kahn, Leonard Kleinrock, Daniel C. Lynch, Jon Postel, Larry G. 

Roberts & Stephen Wolff, A Brief History of the Internet, 39 ACM SIGCOMM COMP. COMMC’N REV. 

22 (2009). 
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magical—and, in many ways, that is true33—its technical design can be boiled 

down to a few details. 

This Section begins by describing the Internet’s technical architecture—its 

layers.34 The Internet’s lower layers ensure the transmission of data from, for 

example, your phone to T-Mobile’s wireless network. Its middle layer—Layer 

3—facilitates interconnection among different networks—from T-Mobile’s to 

Comcast’s consumer-facing Internet service (and others in between).35 And the 

Internet’s higher layers ensure that data is converted correctly into an email and 

its attachments. This Section then turns to the commercial arrangements that help 

ensure that your email is routed from T-Mobile’s network to other ISPs until 

reaching its final destination.36 Finally, this Section concludes with a brief note 

on application design—i.e., how applications such as Skype and Netflix, among 

others, are designed and developed.37 

1. Layers and Standards 

Our description of the Internet’s technical architecture begins with the 

invention of “packet-switching.” Researchers developed a new technology—

packet-switching—to help computers transmit data over network lines. 38  In 

 

 33. As one of us has written elsewhere: “You can tap a few words on a magic black mirror, 

touch send, and [a] message disappears into the ether—only to be replicated on a recipient’s device, 

thousands of miles away, in mere seconds. That is profoundly amazing.” Tejas N. Narechania, The 

Secret Life of a Text Message, 120 COLUM. L. REV. F. 197, 202 (2020). 

 34. See infra Section II.A.1. 

 35. These labels (Layer 1, Layer 2, Layer 3, etc.) derive from the Open Systems Interconnection 

model, which offers a standard way of describing data communications, beginning with the physical 

implementation of transmission to the use of transmitted data for specific applications. See ISO, 

ISO/IEC, Information Technology—Open Systems Interconnection—Basic Reference Model: The Basic 

Model (No. 7498-1:1994) (June 1996). 

 36. See infra Section II.A.2. 

 37. See infra Section II.A.3. 

 38. See, e.g., JONATHAN E. NUECHTERLEIN & PHILIP J. WEISER, DIGITAL CROSSROADS 30–31 

(2d ed. 2013). 

For interested readers, we’re happy to provide more context behind the invention of packet-switching. 

Even before the internet, computers could use modems to communicate over telephone lines by 

“calling” each other. But these modem calls between computers were not well-suited to the nature of 

computer-to-computer communications. Voice conversations—such as between a caller and, say, their 

colleague—usually entail constant back-and-forth communication, and so telephone companies would 

reserve capacity on their network during the entire call, thus ensuring that voice data could transmit over 

the lines clearly and without lag. This approach is known as “circuit-switching.” Id. When too many 

phone calls happened simultaneously, the telephone network would run out of capacity (i.e., bandwidth), 

giving rise to busy signals. 

Inter-computer communication, by contrast, is more sporadic (or “bursty”). At the time, there was little 

need for constant communication between computers. Rather, Computer One might ask Computer Two 

for some data, then spend hours processing that data before requesting the next dataset. Hence, it was 

inefficient to reserve capacity on the network while one computer was busy processing data (and not 

“talking” to another computer)—but it was also difficult to predict when the next request would come. 

Packet-switching was thus invented to address the problem of bursty communication and to more 

efficiently use network capacity. Packet-switching is more efficient in part because, to draw from the 
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simplified terms, packet-switching enables one computer—Computer One, 

say—to divide transmissions into small data packets and send them to, say, 

Computer Two. 

Packet-switching proved successful, and several companies developed 

several different packet-switching technologies.39  But the success of packet-

switching gave rise to a different problem—how to send packets across different 

networks? In the previous example, Computer One and Computer Two might 

belong to a single organization, but perhaps in two different divisions—the data 

processing department needs information from computers in the finance 

department or in legal, and so the organization uses its internal network to send 

packets of data around. But what if the company wants to send data to outside 

counsel that uses a different network entirely? 

Researchers developed a protocol for interconnecting these networks: 

Internet protocol, or IP. 40  Indeed, the term “Internet” is a portmanteau of 

interconnection and networks; it is the literal interconnection of the words 

“interconnection” and “networks.”41 

IP works by adding a virtual “layer” on top of existing packet-switched 

networks. Indeed, the computer networking community commonly thinks about 

networks in terms of “layers.”42 The lowest layer, Layer 1, regards the actual, 

physical network used to connect two computers. Different physical networks—

copper wires, ethernet cables, and wireless spectrum, among other examples—

use different technologies to complete physical transmissions of data among 

 

example elaborated above, when two computers, like Computer One and Computer Two, do not need 

to communicate, capacity on the network remains available for packets sent to and from Computers 

Three, Four, Five, and so on. Id. 

 39. This is because several parallel research efforts led to several distinct packet-switching 

technologies. Some companies thus developed their own proprietary protocol suites for their internal 

networks: Xerox developed XNS, IBM developed SNA, and DEC developed DECnet, among other 

examples. Each was deployed on their respective internal (and in some cases global) network. 

It is true that most entities now use the Internet Protocol (or IP, which is discussed in subsequent 

paragraphs) for their internal networks. But that is a consequence of the success of NSFnet, and the 

increasing widespread adoption of the IP protocol stack. 

 40. Info. Scis. Inst., Univ. S. Cal., Internet Protocol: DARPA Internet Program Protocol 

Specification, RFC 791 (Jon Postel, ed., Sep. 1981). 

 41. Internet, OXFORD DICTIONARY OF MEDIA AND COMMUNICATION (1st ed. 2011). 

 42. See, e.g., ISO, ISO/IEC, Information Technology—Open Systems Interconnection—Basic 

Reference Model: The Basic Model (No. 7498-1:1994) (June 1996). 

One of the cornerstones of computer system design is modularity, where programs are broken into 

smaller modules that each perform a particular task. See Barbara Liskov & Stephen Zilles, Programming 

with Abstract Data Types, 9 ACM SIGPLAN NOT. 50 (1974). Such modularity makes it easier to write 

and modify programs, because as long as the interface to each module remains the same, changing the 

implementation of one module does not affect any other module. Applying modularity to networking 

involves decomposing the daunting goal of delivering a packet from an application running on any 

computer to an application running on any other computer into a series of manageable tasks. In the 

context of the internet, each program design in charge of a task is known as a layer. See, e.g., 

NUECHTERLEIN & WEISER, supra note 38, at 162–69; Christopher S. Yoo, Protocol Layering and 

Internet Policy, 161 U. PA. L. REV. 1707 (2013); Solum & Chung, supra note 14, at 817. Viewed 

together, these layers are what we mean by the term “internet architecture.” 
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computers.43 Layer 2 regards the transmission of data within a single network 

(like the computers within a single organization, to draw from the earlier 

example). 44  Each layer thus handles a very specific task, with each layer 

interacting directly only with the layers above and below it. IP defines Layer 3, 

and so all networks must use IP to interconnect. While Layers 1 and 2 address 

lower-level networking details, Layer 3 addresses networking across different 

networks—e.g., from T-Mobile to Comcast (as well as any providers that 

connect them in the middle). Layer 4 encompasses various functions that 

computers use to stitch packets together to reconstitute the original transmission; 

and higher layers help computers use transmitted data for specific purposes such 

as playing a Netflix video. Figure 1, below, offers a visual depiction of these 

layers. 

 

Figure 1: A Simplified Sketch of the Internet’s Technical Architecture. 

 
 

 

 43. ISO, ISO/IEC, Information Technology—Open Systems Interconnection—Basic Reference 

Model: The Basic Model (No. 7498-1:1994) (June 1996). 

 44. Id. at 43–49. It is true, of course, that many organizations have many internal networks 

within them—and they now typically use IP to interconnect those internal networks, as well as to reach 

other, external networks. 
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Notably, all the functionality implemented in Layer 4 and above has 

traditionally taken place on computers residing outside the network.45 Layer 3 is 

the highest layer implemented in the network—and so, from the perspective of 

these computers (like Computer One and Computer Two), Layer 3 is the 

network. Layer 3 is the only network layer that Layer 4 and higher-layer 

applications interact with. 

This layered design is the consequence of the conscious choices made by 

the research community that first innovated packet-switching, IP, and other early 

Internet technologies.46 These technical standards embody the so-called “end-to-

end principle.”47 Although the exact contours of the principle are somewhat 

contested,48 its general philosophy is that the networks are responsible for no 

more than giving their best effort to transmit packets. 49  Any other 

functionality—such as reliability, security, and data processing—is left to the 

higher layers, in the computers and servers at the ends of each respective Internet 

connection. All the Internet does is send packets back and forth, leaving it to the 

computers at the Internet’s respective ends to handle those packets and the data 

they contain as they see fit.50 

2. Physical Infrastructure 

The first version of the Internet—ARPAnet—was a single research 

network that began as an overlay atop the telephone infrastructure.51 But this 

single-network system could not support the commercial Internet that was to 

come.52 

Rather, the commercial Internet arose out of the interconnection (at Layer 

3) of a wide range of independent networks offering Internet service—entities 

 

 45. Members of policy communities might refer to these computers as owned or offered by 

“edge providers.” This term is avoided for reasons described supra note 11. 

 46. See, e.g., NUECHTERLEIN & WEISER, supra note 38, at 168; James McCauley, Scott Shenker 

& George Varghese, Extracting the Essential Simplicity of the Internet, 66 COMMC’NS OF THE ACM 64 

(Feb. 2023). 

 47. J. H. Saltzer, D. P. Reed & D. D. Clark, End-to-End Arguments in System Design, 2 ACM 

TRANSACTIONS ON COMPUT. SYS. 277–88 (1984). 

 48. See T.M. Chen & A.W. Jackson, eds., Commentaries on “Active Networking and End-to-

End Arguments,” IEEE NETWORK 66–71 (1998); see also BARBARA VAN SCHEWICK, INTERNET 

ARCHITECTURE AND INNOVATION 103–12 (2012); Lemley & Lessig, supra note 22, at 930–31, 939–

40. 

 49. In prior work, we (with co-authors) have expanded slightly on the difference between the 

“end-to-end principle” and this stripped-down version of it, which we there termed “end-to-end 

simplicity.” See Brown et al., supra note 14, at 645. 

 50. LAWRENCE LESSIG, THE FUTURE OF IDEAS: THE FATE OF THE COMMONS IN A 

CONNECTED WORLD 5–23, 40 (2001). 

 51. See, e.g., NUECHTERLEIN & WEISER, supra note 38, at 176–77 (“ARPANet still leased its 

transport links from AT&T.”). 

 52. For a more complete description of this transition, see Ben Tarnoff, INTERNET FOR THE 

PEOPLE 14–18 (2022). 
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such as Comcast or AT&T. As a class, such entities are best known as Internet 

service providers, or ISPs.53 

ISPs themselves are of two different categories: access ISPs and transit 

ISPs.54 In general, access ISPs can be understood as carrying packets to and from 

consumers while Internet transit ISPs can be understood as carrying packets 

among ISPs.55  
As noted, an access ISP provides consumers with the means of connecting 

to the Internet. In short, access ISPs are how consumers get online.56 Many 

consumers subscribe to cable modem service (from providers like Comcast) and 

so connect to the Internet on the physical networks that also deliver cable 

television channels to their homes.57 Others rely on a fiber-optic cable network, 

or, in regions with older facilities, on digital subscriber line (DSL) service built 

atop an old telephone network.58 And cellular service providers, like T-Mobile, 

also typically offer mobile broadband connectivity.59 

But how does a consumer’s access ISP connect to other content and 

applications on the Internet? Access ISPs are interconnected via transit ISPs—

such as those once operated by WorldCom (a once significant brand now largely 

forgotten).60 Hence, a data request originating with an access ISP in New York 

might continue to a transit ISP—or a series of transit ISPs—until finally arriving 

at some other end of the Internet, where the requested content lived. Figure 2, 

below, offers an abbreviated example.61 

 

Figure 2: A Simplified Sketch of the Internet’s Physical Infrastructure. 

 

 

 53. NUECHTERLEIN & WEISER, supra note 38, at 178. 

 54. Tejas N. Narechania & Erik Stallman, Internet Federalism, 34 HARV. J.L. & TECH. 547, 

559–69 (2021). 

In practice, some providers offer both services. See, e.g., id. at 569, 569 fig. 2 (illustrating this case). 

But, for simplicity’s sake, we refer to access ISPs and transit ISPs separately (even though some entities 

may earn revenue from both categories). 

 55. NUECHTERLEIN & WEISER, supra note 38, at 178, 180–81. 

 56. Narechania & Stallman, supra note 54, at 559–66. 

 57. Id.; see Deployment of Advanced Telecomm. Capability to All Americans in a Reasonable 

and Timely Fashion, 39 FCC Rcd. 3247, para. 59 n.226 (2024). 

 58. Narechania & Stallman, supra note 56, at 559–66.  

 59. Id. 

 60. Press Release, U.S. Dep’t of Just., Justice Department Clears WorldCom/MCI Merger After 

MCI Agrees to Sell Its Internet Business (July 15, 1998), 

https://www.justice.gov/archive/atr/public/press_releases/1998/1829.htm (noting that, without the 

mandated divestiture, the merger “would have combined the two leading providers of nationwide 

Internet backbone service,” which “connects various high capacity computer networks carrying Internet 

traffic,” including networks of “Internet service providers (such as America Online . . . ) and private and 

public institutions and corporations”). 

 61. Figure 2 is adapted from Narechania & Stallman, supra note 56, at 568. 
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In short, these transit ISPs provide “long-distance data hauling” services, 

connecting each other and various access ISPs in service of routing information 

among distant senders and recipients.62 Viewed as a whole, these transit ISPs 

formed a tight mesh weave of networks with overlapping service areas. This 

structure helped contribute to the Internet’s reliability: If one network 

experienced an outage, other networks could make up the difference. 

Notably, transit ISPs vary, both in terms of the volume of traffic they carry 

and the economic arrangements that govern their relationship to other providers. 

Large transit ISPs generally sell service to smaller (e.g., more local and lower 

capacity) transit ISPs at standard rates on a first-come first-served basis.63 And 

two transit ISPs of roughly the same size typically exchange traffic not through 

sales, but under “a low-friction economic arrangement known as settlement-free 

peering.”64 That is, they may “peer”65 with other transit ISPs of roughly the same 

size and reach by agreeing to exchange and carry each other’s traffic at no cost, 

without purchasing transit service.66 

In sum, data requests on the Internet begin with one consumer connected to 

the Internet by a local access network. To make this more concrete, imagine an 

email to jane@doe.com. Such an email would, under the original Internet’s 

design, begin its journey on a local access ISP (Cox Communications, say), then 

be transferred to one or more transit ISPs (first a small one, and then on to a large 

 

 62. Id. at 566–69; see also NUECHTERLEIN & WEISER, supra note 38, at 181. 

 63. More specifically, local providers carrying the least amount of traffic are known as Tier 3; 

large providers carrying the most (usually over long distances) are known as Tier 1. Tier 2 providers are 

in between. There is, however, some circularity to these definitions. This is because a transit network’s 

status is not determined solely by the volume of traffic carried, but also by the economic arrangements 

among them. As we explain above, a Tier 3 network that needs to transmit data to and from parts of the 

internet beyond its reach might pay a Tier 2 network a transit fee, and a Tier 2 network might pay a Tier 

1 network for transit, but Tier 1 network will never pay for transit. That is, Tier 1 networks only peer 

with other networks. Indeed, one definition of a Tier 1 network is one that is “of such commercial 

importance and comprehensive reach that they never need to purchase transit services from other[s].” 

NUECHTERLEIN & WEISER, supra note 38, at 182. And so, Tier 1 networks are “Tier 1” because, 

confusingly, they are large enough to be Tier 1. In general, these categories (and their definitions) are 

driven by informal industry norms, and they are neither fixed nor formal legal categories. What we have 

said here more than suffices for our purposes. 

 64. Narechania & Stallman, supra note 56, at 567; see also Complaint, Sprint Commc'ns Co. v. 

Cogent Commc'ns, Inc., CL-2008-11367 (Va. Cir. Sep. 2, 2008) (regarding a dispute between Sprint 

and Cogent over whether settlement-free peering terms applied). 

 65. In this context, “peer” means something different than it does in the context of “peer-to-

peer” applications, discussed infra Section II.A.3. Here, peer refers to the fact that the two entities are 

peers in the marketplace—roughly equal in terms of traffic volume—and so agree to a special 

commercial arrangement. See also infra note 70 (describing the use of the term in the context of peer-

to-peer applications). 

 66. One way to understand the distinction between the two economic arrangements as described 

here—transit and peering—is that peers exchange data that is generally limited to the customers of the 

two systems. NUECHTERLEIN & WEISER, supra note 38, at 182. However, when paying for transit, the 

smaller provider may be seeking access to a supplier or peer (rather than a customer) of the transit 

provider. However, things get more complicated when the possibility of paid peering (versus settlement-

free peering) is introduced, in which one peer pays the other for traffic termination. As above, supra 

note 63, what we have said here more than suffices for our purposes. 



80 Berkeley Technology Law Journal [Vol. 41:1 

one, for example), before being delivered to the doe.com email server, where it 

would be forwarded to Jane over a similar series of transit ISPs until finally 

arriving at Jane’s access network (AT&T, perhaps) and Jane’s computer. Any 

Internet-connected computer could access any other by traversing this mesh of 

networks, each of which offered a public-accommodation-like service for 

bandwidth. In all, “Internet access and a spare computer were all that it took to 

visit—and, critically, create—a website” or other Internet-based application.67 

3. Application Design 

As the Internet’s popularity grew, developers built a wide range of Internet-

based applications. Two major application design paradigms emerged: “client-

server” and “peer-to-peer.”68 

a) Client-Server 

Under the client-server approach, which has since come to predominate, 

the developer controls some central aspect of the application, and consumers 

(i.e., the “clients”) connect to the developer’s server to use the application.69 

Under this approach, the developer retains more control over the application’s 

servers and can help ensure that they are managed and resourced appropriately. 

Google Docs is one example, where consumers connect to Google’s centralized 

servers in order to access the application and draft and edit documents. 

b) Peer-to-Peer 

Under the peer-to-peer approach—which some video meeting applications, 

such as Skype once employed (though Skype has since been replaced with 

Microsoft Teams)—two computers connect to each other directly, without any 

intermediating server.70 That is, no Skype server actively facilitated a Skype call. 

Rather, once two consumers were connected via Skype, each application, sitting 

on each consumer’s respective computer, sends data directly to the other 

connected consumer over the Internet.71 Other peer-to-peer applications, such as 

early file-sharing applications, involve interactions among many peers—i.e., 

many computers. In short, the main distinction between peer-to-peer applications 

and client-server applications is that in the latter a single client interacts with a 

 

 67. Merrill & Narechania, supra note 10, at 39. 

 68. See, e.g., VASUDEVA VARMA, SOFTWARE ARCHITECTURE: A CASE-BASED APPROACH 

28–29 (2009). 

 69. Id. 

 70. Id. 

 71. It is true that, in some cases, some server support is needed to facilitate connectivity between 

consumers. Moreover, some recent teleconferencing services, such as Zoom, employ a client-server 

architecture. Connection Process, ZOOM (Jan. 2025), http://explore.zoom.us/docs/doc/ 

Zoom%20Connection%20Process%20Whitepaper.pdf. We can safely elide these details for our present 

purposes. 
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logically centralized backend, whereas in the former peers interact with one or 

more peers directly.  

B. Principles 

These applications contributed to the Internet’s unimaginable success. 

Consumers could use the Internet to track their favorite sports team, catch up the 

news, communicate with friends by text, voice, or video, watch films and shows, 

collaborate on documents and projects, listen to music, order food and products 

for delivery, and so much more. Indeed, by practically any measure, the Internet 

proved wildly successful. The 1980s and 1990s were a “period of exponential 

growth . . . in the computer networking and Internet industries.”72  But why, 

exactly, did the Internet succeed? And how has it survived such a range of 

tremendous transitions: from a narrow military-sponsored research tool to a 

commercial platform; from GeoCities to TikTok; and from static text to 

streaming media? 

In our view, the Internet’s infrastructural design succeeded because 

regulation, technical standards, and market incentives together supported and 

shaped its foundational principles of neutrality, interconnection, and generality. 

This Section traces those policy, technical, and market forces and distills them 

into three principles.  

First, the early Internet was built atop a highly regulated extant telephony 

infrastructure. Those regulations worked to eventually ensure that providers of 

Internet-based services could use the telephony infrastructure to offer their own 

services.73 

For one, such regulations required the telephone network to be neutral—

that is, providers of telephone service (such as AT&T) could not discriminate 

against different types of phone calls (including “phone calls” made by computer 

modems) or recipients.74 Imagine, for example, a large company that in the 

Internet’s early days, needed to process a large volume of customer data. Doing 

so required access to high-powered computing facilities outside the company’s 

premises; it required transmitting that data over the network infrastructure to a 

data processing service.75 AT&T offered both transmission services and data 

processing services. Competitors also offered data processing services but relied 

on AT&T’s monopoly over the telephone lines for transmission. The Federal 

Communications Commission (FCC) worried that AT&T’s telephone network 

monopoly would lock customers in and prevent them from accessing competing 

data processing services.76 In response, the FCC issued regulations culminating 

 

 72. Narechania & Wu, supra note 5, at 473. 

 73. Id. at 470–71. 

 74. NUECHTERLEIN & WEISER, supra note 38, at 189. 

 75. Narechania & Wu, supra note 5, at 470–75. 

 76. Id. 
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with its Computer II proceeding,77 but also pre- and post-dating that order78—

that prohibited such conduct and ensured that AT&T would continue to offer a 

basic, general-purpose transmission service.79 

Analogously, the FCC prohibited AT&T from discriminating among 

devices.80 Consumers were free to attach any device to the telephone network, 

provided that the device conformed to certain technical standards. Such 

regulations and standards helped facilitate the commercialization of inexpensive 

modems that consumers would use to connect to the Internet. 

Likewise, telephone companies sometimes resisted connecting consumers 

to dial-up ISPs (like America Online, or AOL)—not, in this case, by prohibiting 

modems, but by declining to connect the “call” made by a modem to an access 

ISP.81 But again, the FCC emphasized its commitment to interconnection among 

telephone network service providers, requiring that telephone companies deliver 

calls to any recipient—friends, neighbors, distant relatives, customer-support 

hotlines, conference-calling services, and access ISPs, among others.82 In sum, 

these regulations collectively ensured that providers of Internet-based services 

could use the network infrastructure to offer their own services.83 Some focused 

on building Internet-enabled content, services, and applications—called here, for 

 

 77. Computer II Final Decision, 77 F.C.C.2d 384, paras. 88–102; Computer I Initial Decision, 

28 F.C.C.2d 291, paras. 33, 36; Computer I Final Decision, 28 F.C.C.2d 267, para. 12. 

 78. John Blevins, The FCC and the “Pre-Internet,” 91 IND. L.J. 1309, 1310 (2016) 

(emphasizing the importance of the regulatory history predating the Computer Inquiries). 

 79. E.g., Computer II Final Decision, 77 F.C.C.2d 384, paras. 119–32 (1980). 

 80. E.g., Use of the Carterfone Device in Message Toll Tel. Serv., 13 F.C.C.2d 420 (1968). 

 81. See, e.g., Bell Atl. Tel. Cos. v. Fed. Commc’ns Comm’n, 206 F.3d 1, 3 (D.C. Cir. 2000) 

(noting complaints that telephone companies were paying “substantial” “compensation for Internet calls 

on a per-minute basis” to the access networks that connected dial-up Internet access providers to 

consumers). 

We readily concede that this resistance was sometimes grounded in a correct-on-the-merits objection to 

the structure of the Federal Communications Commission’s then-prevailing intercarrier compensation 

regime—a regime that the FCC has since largely corrected. See, e.g., In re FCC 11-161, 714 F.3d 1015 

(10th Cir. 2014) (affirming the FCC’s decision to move to a bill-and-keep regime for intercarrier 

compensation). 

 82. See, e.g., Core Commc’ns v. Fed. Commc’ns Comm’n, 592 F.3d 139, 141 (D.C. Cir. 2010) 

(describing the duties and obligations of telephone companies, including those that serve dial-up Internet 

access providers, to interconnect); see also FCC Chairman Martin to Telcos: No Blocking Iowa Calls, 

GIGAOM (May 3, 2007) (quoting FCC Chair as saying that providers may not block consumers from 

calling the recipients and services of their choice). 

 83. For a sample of the literature describing the whole effect of these regulations, see Narechania 

& Wu, supra note 5, at 470–75 (describing this regulatory history in more detail); see also Blevins, 

supra note 78 (focusing on the importance of the regulatory history pre-dating the Computer Inquiries); 

Robert Cannon, The Legacy of the Federal Communications Commission’s Computer Inquiries, 55 FED. 

COMM. L.J. 167, 169 (2003) (stating that Computer Inquiries proceedings “were a necessary 

precondition for the success of the Internet”); Kevin Werbach, The Network Utility, 60 DUKE L.J. 1761, 

1805–06 (2011) (“The modern PC and Internet markets developed as a direct result of the FCC’s actions 

in Computer I.”); James B. Speta, A Common Carrier Approach to Internet Interconnection, 54 FED. 

COMM. L.J. 225, 265–66 (2002); Crawford, supra note 3, at 893. 
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simplicity’s sake, Internet-based applications 84 —like text-only webpages, 

streaming media, connected refrigerators, AI-powered agents. Others built their 

own network offerings, like AOL’s dial-up Internet access.85 But both were 

enabled by the regulatory framework requiring neutrality and interconnection 

that governed existing network operators. 

Second, interconnection among networks was possible only because of the 

widespread adoption of technical standards described above, including, 

especially, IP.86 Indeed, IP, and these standards’ approach to interconnection in 

the Internet’s design, gave rise to a single coherent global network that was 

composed of tens of thousands of local providers relying on these technical 

standards.87 Standards-based interconnection ensured that new transit ISPs could 

emerge to offer regional service without building a global infrastructure and that 

consumers and companies could change providers without fearing any 

functionality loss: one could start a company by building a small local network 

in an underserved region and easily join the global Internet. In short, technical 

interconnection standards led to both greater coverage and greater competition. 

And third, market incentives helped motivate these network providers to 

enter into the transit agreements described above, thus helping to build the 

commercial Internet while funding the expansion of an overlapping, resilient 

lattice of networks. 88  This revenue not only supported the growth and 

maintenance of the existing network infrastructure, but it also induced new 

providers to enter the market.89 While interconnection standards ensured that 

new, local transit ISPs could enter the market without building a network of 

global scale, the potential for profit in the market for bandwidth90 helped to 

ensure that they would. Indeed, this revenue potential also created incentives for 

smaller transit ISPs to grow into larger ones. 

Economic incentives were also responsible for the growth of a range of 

Internet-based applications. Because the Internet provided global coverage and 

 

 84. See van Schewick, supra note 22, at 4, 102 (using “applications” as shorthand for 

“applications, content, services, and uses.”). 

 85. And some attempted to do both, as when AOL merged with Time Warner. Applications for 

Consent to the Transfer of Control of License and Section 214 Authorizations by Time Warner, Inc. and 

America Online, Inc., Transferors, to AOL Time Warner Inc., Transferee, 16 FCC Rcd. 6547 (2001) 

(Memorandum Opinion and Order). 

 86. See supra note 40 and accompanying text. 

 87. Geoff Huston, The Death of Transit?, APNIC BLOG (Oct. 28, 2016), 

https://blog.apnic.net/2016/10/28/the-death-of-transit/. 

 88. See Dennis Weller & Bill Woodcock, Internet Traffic Exchange: Market Developments and 

Policy Challenges 6 (OECD Digital Econ., Working Paper, No. 207, 2013) (“Operating in a highly 

competitive environment, largely without regulation or central organisation, the Internet model of traffic 

exchange has produced low prices, promoted efficiency and innovation, and attracted the investment 

necessary to keep pace with demand.”). 

 89. Id. 

 90. See, e.g., Restoring Internet Freedom, 83 Fed. Reg. 7852, 7882, 7883–84 (Feb. 22, 2018) 

(codified at 47 C.F.R. pts. 1, 8, 20) (Fed. Commc’ns Comm’n) (noting “competitive pressures in the 

market for Internet traffic exchange”). 
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because infrastructural providers could not discriminate against providers or 

types of content, companies such as Netflix were free to build their 

applications—making them available to any Internet-connected audience—

without worrying about interference or gatekeeping fees from the network 

owners.91  As a result, such companies could focus on building popular and 

profitable Internet-based applications from anywhere. 

In short, a combination of regulations, technical standards, and market 

incentives combined to shape three core principles—neutrality, interconnection, 

and generality—that fueled the Internet’s rise and success.  

1. Neutrality 

Neutrality has two dimensions—technical neutrality and legal neutrality. 

Technical neutrality flows from the layered design of the Internet, described 

above. This design allows each layer to adopt different technologies without 

upsetting the rest of the infrastructure.92 For example, the Internet supports a 

range of applications: websites, streaming video and audio, multiplayer gaming, 

connected appliances, AI-powered tools, and more. This works because each of 

these new applications can be developed independently (in Layer 4 and above), 

so long as it relies on (and correctly implements) the latest IP standards. Stated 

otherwise, Layer 3—Internet Protocol—was not built with a specific application 

in mind. Rather, it was built to support any application that wanted to transmit 

data across networks.93 Put even more generally, each layer is indifferent to how 

the other layers are implemented, so long as the hand-off between layers is 

implemented correctly.94 Technical neutrality thus helps to explain not only why 

the Internet can support such a wide range of applications (developed in higher 

layers), but also why the Internet is composed of so many different sorts of 

networks—telephone networks, cable television networks, wireless networks—

where network-specific transmission standards are set in lower layers. The 

Internet (Layer 3) is agnostic to—neutral to—the transmission technologies 

below and the applications above. 

While technical neutrality allows any application to build upon the global 

mesh of interconnected networks without having to build an application-specific 

 

 91. See, e.g., Verizon v. Fed. Commc’ns Comm’n, 740 F.3d 623 (D.C. Cir. 2014); Brett 

Frischmann & Blake E. Reid, Network Neutrality as a Governance Seam, TECHREG CHRON. (May 

2024). 

 92. See supra note 42. There, we described the layers for the Internet. The telephone network 

has its own system of layers, too. 

 93. NUECHTERLEIN & WEISER, supra note 38, at 168. 

 94. Id. at 30–31. Here, we mean to refer to both the underlying hardware and software when 

referring to “implementation.” 

Moreover, even when there are two different versions of a layer with differing interfaces, only the layer 

directly using that interface has to change. This has allowed the industry to introduce new low-level 

technologies—new transmission technologies—that can coexist with previous ones at Layer 1, as well 

as new protocols at Layer 4. 
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version of IP, such neutrality does not guarantee access to those networks. For 

example, the operators of those networks might decide to block or limit access 

to a particular Internet-based application, much as the FCC once worried that 

AT&T might block access to competing data-processing firms. Hence, without 

legal neutrality—without a legal guarantee that infrastructure owners would not 

impede the commercial development of new technologies—the Internet’s 

applications would be limited to those that ISPs permitted.95 

It is well beyond the scope of this Article to rehash the familiar and 

longstanding debates over network neutrality here. For our purposes, it suffices 

to note three things.  

One, AT&T and other network operators attempted to use their power over 

the telephone network to limit the development of new applications and 

innovations.96  

Two, regulators intervened to quell that behavior, in both telephony and 

Internet contexts.97 Indeed, neutrality was a mainstay of the FCC’s regulatory 

regime for nearly fifty years, until the Trump Administration rescinded those 

legal protections (and the U.S. Court of Appeals for the Sixth Circuit rebuffed 

the Biden Administration’s attempt to restore them).98 To be sure, we do not 

mean to minimize the turmoil that has characterized network neutrality 

regulation over the last decade, nor do we mean to diminish the threat to 

neutrality posed by the now-prevailing regime. Rather, we simply mean to say 

that, for decades, there was a longstanding and bipartisan consensus that strongly 

 

 95. One might uncover an additional principle tucked into the notion of legal neutrality. 

Telephone networks were (and are) financed by charging consumers (individuals and businesses alike) 

for phone service. Likewise, the Internet’s infrastructure has been funded primarily by the revenue 

generated by the subscription charges paid to access ISPs. That is because those charges were then 

distributed among the transit ISPs via their commercial agreements (e.g., an access ISP would pay their 

local transit ISP, one transit ISP would pay another, and so on.). See supra Section II.A.2. Legal 

neutrality ensures that infrastructure funding is distributed across infrastructure users—and that no one 

user can pay to secure monopoly (or priority) access to that infrastructure. Stated otherwise, legal 

neutrality means that Google cannot pay AT&T and Comcast for priority network access, or to block 

competitors like Bing. See, e.g., Safeguarding & Securing the Open Internet Restoring Internet Freedom, 

39 FCC Rcd. 4975 (2024). In short, legal neutrality prevents content providers from financing network 

access in ways that favor their content. This corollary to legal neutrality, which here is termed “access-

based infrastructure funding” ensures that a new application need only pay for its own resources (i.e., its 

own Internet access, alongside any necessary computation infrastructure, labor, etc.)—and it need not 

pay for its customers’ access charges. In short, it lowers barriers to entry in the markets for Internet-

based applications. 

 96. Comments of Tejas N. Narechania, Safeguarding and Securing the Open Internet Restoring 

Internet Freedom, 39 FCC Rcd. 4975, at 3–4, 4 n.1 (2024) (collecting examples). 

 97. E.g., Computer I Final Decision, FCC 71-255, 28 F.C.C.2d 267, para. 12; Appropriate 

Framework for Broadband Access to the Internet over Wireline Facilities, 20 FCC Rcd. 14986 (2005) 

(Policy Statement); Madison River Commc’ns, LLC and Affiliated Cos., 20 FCC Rcd. 4295 (2005); 

Formal Complaint of Free Press and Pub. Knowledge against Comcast Corp. for Secretly Degrading 

Peer-to-Peer Applications, 23 FCC Rcd. 13028 (2008). 

 98. Compare Use of the Carterfone Device in Message Toll Tel. Serv., 13 F.C.C.2d 420 (1968), 

with Restoring Internet Freedom, 83 Fed. Reg. 7852, 7882, 7883–84 (Feb. 22, 2018), and Ohio Telecom 

Ass’n v. Fed. Commc’ns Comm’n, 124 F.4th 993 (6th Cir. 2025). 
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favored neutrality. This consensus, even if imperfectly enforced in recent years, 

helped to shape ISP behaviors, industry norms, and consumer expectations in 

ways that were largely consistent with network neutrality, with possibly enduring 

effects.99  

Hence, three, “the Internet industry—that is, the set of application-layer 

data businesses that depended on networked telecommunications 

infrastructure—blossomed under a [regulatory] regime that . . . protected [it] 

from carrier interference,” i.e., a regime that mandated legal neutrality.100 

2. Interconnection 

The Internet’s success also hinged upon network interconnection. For a 

network infrastructure to offer broad connectivity, it must either exist as a 

massive monopolistic network (as AT&T did, if only domestically) or as a set of 

independent and possibly competing interconnected networks. The Internet 

embraced interconnection (much as telephony eventually did—with much 

regulatory prodding—following the breakdown of AT&T’s monopoly).101 

As with neutrality, interconnection has two components: a technical and an 

economic component. 

We have already described the Internet’s approach to technical 

interconnection. IP—Internet Protocol—was designed to provide 

interconnection among different networks. 102  Since then, researchers have 

developed additional standards that facilitate the routing and exchange of packets 

between different networks.103 

We have likewise described the Internet’s approach to economic 

interconnection as the set of agreements and payments among different 

providers—access ISPs and transit ISPs—that facilitate the exchange of traffic 

between commercial network operators.104 Put together, technical and economic 

 

 99. JONATHAN E. NUECHTERLEIN & HOWARD SHELANSKI, DIGITAL CROSSROADS (3d ed. 

2026). 

 100. Narechania & Wu, supra note 5, at 475. 

 101. Our description of the similarities between the telephone networks and the Internet elides 

some complexity. 

The Internet was designed around the notion of interconnection; its invention created a coherent Internet 

out of networks using different technologies. Moreover, the researchers who designed the Internet were 

pursuing public research aims, rather than commercial profit, and so were more willing to offer 

reciprocal interconnection across their public research networks. In contrast, the interconnection of 

telephone networks required active policy interventions, as AT&T denied interconnection to would-be 

competitors in order to preserve its market dominance. See, e.g., NUECHTERLEIN & WEISER, supra note 

38; see also Computer II Final Decision, 77 F.C.C.2d 384, paras. 119–32; see also James B. Speta, A 

Common Carrier Approach to Internet Interconnection, 54 FED. COMM. L.J. 225, 265–66 (2002). In all, 

though interconnection was necessary in both cases, the path to sustained interconnection was more 

fraught in telephony. 

 102. See supra note 40 and accompanying text. 

 103. E.g., Kirk Lougheed & Jacob Rekhter, Network Working Grp., A Border Gateway Protocol 

(BGP), RFC 1105 (June 1989). 

 104. See supra Section II.A.2. 
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interconnection gave rise to a unified global network, composed of tens of 

thousands of ISPs,105 that offered an efficient connection between practically any 

two computers. 106  Interconnection gave rise to the world’s most important 

platform for speech and commerce in history. 

3. Generality 

Before the Internet, homes were connected to a range of single-purpose 

networks: one connection to a telephone network, another connection to a cable 

TV network, and perhaps a wireless antenna to connect to a broadcast or satellite 

network. Each of these applications required its own massive and distinct 

 

 105. Geoff Huston, The Death of Transit?, APNIC BLOG (Oct. 28, 2016), 

https://blog.apnic.net/2016/10/28/the-death-of-transit/. 

 106. We emphasize, here, that the sort of interconnection we have in mind accomplishes precisely 

this—an efficient connection between any two users, or what is sometimes called any-to-any 

connectivity. 

Any-to-any connectivity is critically important to the design, and the success, of the Internet. To see 

why, consider the contrast to “hub-and-spoke” networks. In the early days of the telephone system, 

providers focused on building proprietary, centralized networks in a hub-and-spoke pattern. See David 

F. Weiman, Building Universal Service, in HISTORY MATTERS 330, 340–41 (Timothy W. Guinnane, 

William A. Sundstrom & Warren Whatley eds., 2004). These network design choices, however, have 

consequences. Consider, for example, a new client-server application—a new competitor, say, to 

Google Docs. In general, hub-and-spoke networks can efficiently support client-server applications: The 

application’s server can sit within the network’s hub, and thereby efficiently offer service to consumers 

(i.e., clients) across the network’s spokes. But this is only true for consumers sitting within the footprint 

of the hub-and-spoke network. New applications, moreover, must be willing and able to move into an 

existing network’s hub. And while hub-and-spoke networks are good for client-server applications, they 

offer comparatively poor support for peer-to-peer applications, since connections between consumers 

must typically be mediated by one or more hubs. In short, hub-and-spoke networks reduce the efficiency 

of transmissions between the two ends of a peer-to-peer connection. And mere hub-to-hub 

interconnection is insufficient to overcome these issues. 

The Internet overcame the hub-and-spoke network design of the then-existing telephone networks. 

Market incentives, regulatory programs, and technical standards all helped to overcome the tendency to 

build hub-and-spoke networks to only profitable locales. If AT&T, for example, built a network around 

Denver but declined to expand into Western Colorado because of its difficult terrain and more sparse 

population—because, that is, it is more expensive to serve Western Colorado than to serve Denver—

then a local entrepreneur might be willing to fill the gap. That entrepreneur, moreover, might benefit 

from the various regulatory programs that subsidized connectivity—both access ISPs, but especially 

transit ISPs—to underserved regions. See, e.g., Enabling Middle Mile Broadband Infrastructure 

Program. And that entrepreneur’s new network can offer local consumers access to the rest of the 

Internet only because of the technical standards that, as above, facilitate connectivity among users. 

We, of course, do not mean to imply that every consumer across every corner of the globe enjoyed 

internet access. We simply mean to make the more modest point that any-to-any connectivity facilitated 

a system of internet access that is both broader and better now than it would have been under a regime 

that relied only upon large-scale providers that built their own hub-and-spoke networks. 

In all, as new networks proliferated, they helped reduce the need for new applications to rely upon the 

hubs of the extant networks. And they helped to broker more direct connections among users, thereby 

facilitating more efficient peer-to-peer connections, as well as more efficient client-server connections 

across networks. 
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infrastructure.107 But the Internet can handle all these use cases itself. In many 

cases, the Internet has absorbed this extant infrastructure into its own design: 

consumer data now flows across the networks once dedicated to delivering cable 

TV channels, and cell phone companies have repurposed spectrum once 

allocated for television broadcasts to provide mobile Internet services. And 

application developers now provide the functionality that these single-purpose 

networks once offered: streaming media applications now define our television 

experience; and even voice calls are delivered over the Internet. Generality thus 

flows, at least in part, from the Internet’s layered design: IP offers a standard for 

a general-purpose transmission technology, one that is agnostic to the different 

physical networks in the layers below it, and supports a wide range of 

applications in the layers above. 

However, layers alone are not enough to assure us of the Internet’s 

generality. Consider the range of services that one might buy from a local access 

ISP, such as Comcast. Comcast offers broadband Internet access services—and 

it also offers a television service, a telephone service, and a home security 

service, among others. Comcast’s home security service uses the Internet: it 

transmits real-time information about residences to emergency response centers 

over its network using IP.108 But the service is not general, because it is limited 

to a specific application (that is, consumers cannot use Comcast’s home security 

service to watch YouTube videos; the underlying IP service is limited to security 

services only). 

Generality thus derives from both the development and the sale of a 

general-purpose service—one that can support a wide variety of use cases.109 

Here, generality was once required by regulation: the FCC required that AT&T 

and other telephone companies sell a standalone transmission service—one that 

could be used for any purpose, including telephone calls, facsimiles, or data 

 

 107. See, e.g., Tejas N. Narechania, Convergence and a Case for Broadband Rate Regulation, 

37 BERKELEY TECH. L.J. 339, 341 (2022) (“[D]ifferent physical facilities were once used to transmit 

different sorts of services—copper wires for telephony, for example, or coaxial cable for television.”). 

 108. See, e.g., What’s Xfinity Home?, XFINITY, 

https://www.xfinity.com/support/articles/overview-xfinity-home-

secure?msockid=178cf1f645406a431aa8e15d414068ed (describing Comcast’s Xfinity-branded home 

security service). 

 109. We use the term “use cases” here to mean that the infrastructure can support many different 

uses, which is different from (and more demanding than) supporting many different applications with 

the same functionality. Packet-delivery supports both interactive and asynchronous interactions, with 

many different kinds of media (audio, video, data). In contrast, as we discuss later, services like “content 

delivery” are less general, focusing on repeated delivery of the same content to many different 

consumers. It is true that there are several applications (streaming video, streaming audio) that require 

content delivery—but that alone does not make a caching enhancement “generally useful”—capable of 

support a wide variety of use cases—in the sense we mean here. 
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transmissions—that was used to help build the commercial Internet.110  And 

today, consumers continue to demand a general connectivity service, one that 

offers Internet connectivity for any purpose ranging from website access and 

videoconferencing to connected thermostats and streaming media. 

Such generality, moreover, promotes dynamism, as it allows the 

infrastructure to support changes in consumer preferences and evolutions in the 

dominant use cases such as the transition from voice calls to video calls or text-

based messaging and from audio broadcasting to video content. 

* 

These principles were essential to the Internet’s commercial success: they 

explain how the Internet offered an infrastructural platform for a wide variety of 

Internet-based applications. 

These principles also help to explain how the Internet came to be; how, that 

is, the telephone networks were able to give way to the Internet.111 In short, these 

principles describe an infrastructural platform’s capacity for “auto-evolution,” 

our term for the property of an infrastructural platform that can support and give 

way to its own successor. 

Without neutrality, for example, a networked infrastructure cannot adapt to 

new technologies as it cannot easily incorporate new physical transmission 

technologies or new applications. Moreover, without neutrality, the owners of 

the infrastructure can hold back innovations that would supplant the existing 

services (and the profits that flow from them). Without interconnection, the 

infrastructure must either be monopolistically supplied, or providers must be 

willing to build parallel global infrastructures. But each such infrastructure is 

massively expensive, meaning that barriers to entry will be exceptionally high, 

thereby limiting competition. And without generality, the networked 

infrastructure is good for one or a few uses only, meaning that it cannot be used 

for its successor. 

 

 110. Computer II Final Decision, 77 F.C.C.2d 384, paras. 119–32 (1980); see also Maria Farrell 

& Robin Berjon, We Need to Rewild the Internet, NOEMA MAG. (Apr. 16, 2024) (“[O]ur internet took 

off because it was designed as a general-purpose network.”). 

Earlier, we suggested that both the telephone networks and the Internet evince the principles we identify 

here, see supra note 19, and that is how the telephone network evolved into the Internet; and the Internet 

evolved into the Enhanced Internet. Some readers may be surprised by our claim that the telephone 

network evinced generality, given its focus on voice calls. We think it was. Here’s why: The telephone 

infrastructure included long-distance data communication links, and bandwidth on these links could be 

leased. It is these leased data links that formed the Internet’s initial infrastructure. So while telephone 

service did not evince generality as we describe it (like the home security service sold by Comcast), and 

while aspects of the telephony infrastructure were tuned to support a specific application, one layer of 

the telephone system—basic long-distance data links—was indeed a general-purpose platform on which 

other infrastructures could be built. See id. 

 111. We contend that these conditions are necessary—but we recognize they may not be 

sufficient if the next generation of technologies or use-cases is so radically different that they cannot be 

supported on the existing platform. 
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But with these three principles—principles shaped by technical standards, 

regulatory programs, and market incentives—the telephone networks were able 

to give rise to the Internet, absorbing other physical networks along the way. And 

as we describe below, these three principles have allowed the Internet to evolve 

its own infrastructure into what the networking community calls the “edge-

enhanced Internet,” or more simply, the “Enhanced Internet.” 

III. 

THE INTERNET AS IT IS 

The Internet, as described above in Part II, quickly developed into the most 

important global communications infrastructure. But the Internet also fell victim 

to its own successes, as new Internet-based applications demanded better 

performance and security. Although the Internet adapted to those demands 

through new infrastructural innovations, those innovations escaped the regime 

that helped to ensure neutrality, interconnection, and generality of network 

infrastructures past. 

This Part again begins with a technical sketch of the Internet’s new 

infrastructural design,112 and then turns to a description of how that new design 

falls short of the principles that characterized the original Internet.113 

A. Design 

This Section begins with building on the description of the different 

paradigms for application design—client-server and peer-to-peer.114 As client-

server applications came to dominate, they demanded better performance and 

more security than the Internet’s design originally provided. After describing 

those performance and security demands, this Section turns to a description of 

the new infrastructural systems innovated to address those concerns—systems 

that now account for the vast majority of all Internet traffic.115 Finally, this 

Section describes how those infrastructural solutions upend the Internet’s 

layered design.116 

1. Application Design 

As noted above, Internet-based applications typically adhere to one of two 

design paradigms: peer-to-peer, in which dispersed set of computers 

communicate directly over the Internet; or client-server, in which a set of 

consumers (i.e., clients) connect to central servers managed by application 

developers.117 Most Internet traffic today is for applications that adhere to the 

 

 112. See infra Section III.A. 

 113. See infra Section III.B. 

 114. See infra Section III.A.1. 

 115. See infra Section III.A.2. 

 116. See infra Section III.A.3. 

 117. See supra notes 68–70 and accompanying text. 
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client-server paradigm:118 consumers connect to Google’s centrally managed 

servers to access google.com, Gmail, Google Docs, and YouTube; consumers 

connect to centrally managed repositories of content, such as that offered by 

Netflix, Spotify, and Disney+; consumers connect to Meta’s servers to 

communicate via Facebook, Instagram, and WhatsApp. 

Because the Internet was originally designed by and for researchers, it 

incorporated two implicit assumptions: first, that its users would be satisfied with 

“good enough” service; and second, that users were well-intentioned and 

trustworthy. But these assumptions do not hold for the modern, commercial 

Internet dominated by client-server applications. On good-enough service, many 

applications—client-server applications especially—demand ever-better 

performance. Speed is a critical competitive advantage for many such 

applications, particularly streaming media.119 On trustworthiness, some Internet 

users are bad actors, and network security measures are increasingly necessary 

to protect legitimate users from cyberattacks.120 

Technologists and entrepreneurs built upon the Internet’s platform to 

address such concerns about speed and security. Specifically, they first ensured 

better service between clients and servers through private networks. Second, they 

moved some server functions closer to users, reducing delays and improving 

performance. And third, they gave the network a greater role in protecting these 

centralized servers from attack.  

The following subsections detail these concerns and then analyze these new 

technological developments in the Internet.  

a) Performance Concerns 

When data requests must reach geographically distant content, consumers 

suffer from high latency—i.e., transmission delay—as a consequence of the 

distance that data must travel.121 Data cannot travel faster than the speed of light, 

 

 118. See, e.g., Dost Muhammad Khan & Nawaz Mohamudally, From Mainframe to Cloud 

Computing: A Study of Programming Paradigms with the Evolution of Client-Server Architecture, 3 J. 

COMPUTING 21, 21 (2011) (explaining that the dominant architecture for information-processing 

applications is client-server). 

 119. See Brown et al., supra note 14. 

 120. We readily acknowledge that the problem of Internet security is complicated and 

multifaceted, and our description here is, by necessity, simplified. Indeed, while many security measures 

can (and should) be implemented on the computers sitting outside the Internet, some security measures 

must be implemented within the network’s infrastructure. We focus on those measures here, without 

meaning to diminish the importance of alternate measures (and the risks posed by security threats 

beyond, say, distributed denial-of-service attacks, which we explain in more detail infra Section 

III.A.1.b). 

 121. See Merrill & Narechania, supra note 10, at 43; see also Paul Brodsky, It's Time to Learn 

About Latency, TELEGEOGRAPHY (Mar. 4, 2025), https://blog.telegeography.com/its-time-to-learn-

about-latency. Relatedly, the Internet’s distributed design gives rise to risks of packet loss. When data—

a video, say—traverses the Internet, it does not travel as a single file. Rather, as noted above, the data is 

split into various packets by the content’s keeper (i.e., its host), and those packets are then separately 
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and so it takes time for bits to arrive from one location to another. Consumers 

must wait for content to load. In the Internet’s early days, the consequences of 

such lags were significant but perhaps tolerable.122 “But as so-called ‘Web 2.0’ 

applications sought to transform the Internet from a set of static documents into 

a more dynamic experience—email inboxes that refresh automatically, or news 

feeds that are continuously updated—latency hindered the development and 

utility of these new applications.”123 Indeed, even a few milliseconds can be too 

long for some purposes,124 as latency inhibited the development of the now-

ubiquitous streaming video and audio applications. 

b) Security Concerns 

The centrally managed servers at the heart of client-server applications can 

also be vulnerable to—and be prime targets for—cyberattacks. Indeed, these 

servers are especially vulnerable to distributed denial of service (or DDoS) 

attacks. DDoS attacks typically function by using a range of individual 

computers that have been infected by a computer virus to bombard a central 

server with repeated false requests for content.125 This “sudden influx of traffic 

can overwhelm that target, depleting its bandwidth and computational capacity, 

making the site inaccessible to legitimate viewers.”126 Moreover, these malicious 

requests are camouflaged as legitimate ones. They come from a wide 

geographical range of devices that otherwise look like regular computers with 

normal usage patterns. Hence, servers cannot easily separate malicious requests 

from benign ones. DDoS attacks are not only difficult to defend against, they are 

also easy to deploy. Disruptive teenagers can—and have—brought down large, 

sophisticated web hosts.127 Indeed, the volume of such attacks grew by multiple 

orders of magnitude in the early 2000s.128 

 

transmitted to a consumer’s device, which reassembles those packets into a single, coherent video file. 

But whenever packets are transferred from one ISP to another there is a risk that some packets are lost 

in the handoff. Any lost packets must be retransmitted, again increasing the time that consumers must 

wait for content to load. Id. 

 122. See, e.g., Steve Lohr, For Impatient Web Users, an Eye Blink Is Too Long to Wait, N.Y. 

TIMES (Feb. 29, 2012), https://www.nytimes.com/2012/03/01/technology/impatient-web-usersflee- 

slow-loading-sites.html. 

 123. Merrill & Narechania, supra note 10, at 40–41. 

 124. Brodsky, supra note 121 (“Amazon has claimed that every 100 milliseconds of latency 

reduces their sales by 1%.”). 

 125. Understanding Denial-of-Service Attacks, CYBERSECURITY & INFRASTRUCTURE SEC. 

AGENCY (Feb. 1, 2021), https://www.cisa.gov/uscert/ncas/tips/ST04-015. 

 126. Merrill & Narechania, supra note 10, at 42. 

 127. Rick Davis, The History and Future of DDoS Attacks, CYBERSECURITY MAG. (Jan. 15, 

2021), https://cybersecurity-magazine.com/the-history-and-future-of-ddos-attacks. 

 128. Ketki Arora, Krishan Kumar & Monika Sachdeva, Impact Analysis of Recent DDoS Attacks, 

3 INT’L J. COMP. SCI. & ENG’G 877, 882 (2011) (noting a one-thousand-fold increase in DDoS attacks 

from 2003 to 2011). 
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In all, the prevalence of the client-server design paradigm among modern 

Internet applications gave rise to new infrastructural innovations to address these 

performance and security concerns. 

2. Physical Infrastructure 

Providers developed a new infrastructural solution to address these 

concerns. Through technical work and experimentation, new providers gradually 

began to deploy a series of computers (i.e., a “compute cluster”) at the network 

“edge” (i.e., the part of any given network that directly faces the rest of the 

Internet).129 In terms of the Internet’s physical infrastructure, these compute 

clusters sit at the intersection between networks—particularly, at the intersection 

between an access ISP’s network and the rest of the Internet. And these compute 

clusters offer an additional resource—namely, computational power—that can 

be used to implement various software services—what we call 

“enhancements”—to address concerns about speed and cyberattacks. 130 

Providers then began to connect these compute clusters to each other using 

private infrastructure—private networks—that bypassed the intermediate transit 

ISPs. In short, these services enhanced basic network connectivity with 

computational power and private connectivity, thereby offering better 

performance and greater security. 

The widespread deployment of these enhancements at the edge has led to 

what the networking community calls the “edge-enhanced Internet,” or what we 

call the Enhanced Internet. To illustrate how the Enhanced Internet functions, 

the following subsection turns to a more specific description of two of these 

enhancements—caching and DDoS protection. 

a) Caching 

Caching directly addresses performance-related problems. Recall that the 

prevalence of the client-server application design gave rise to delays, as content 

requests would take time to traverse the Internet. A new kind of provider rose to 

address this concern—content delivery networks, or CDNs. CDNs operate by 

keeping local, redundant “caches” of content across and within the Internet. Each 

CDN builds its own system of networked computer servers. And so, if a CDN 

has the content a user wants, they can access it more quickly through a local 

 

 129. Here, we use the term “edge” as it is used in computer networking contexts. See supra note 

11. More precisely, we use the term “edge” not to refer to a specific location but, more generally, to refer 

to any location within the network infrastructure where these compute clusters have been deployed. In 

practice, these locations are typically closer to consumers (i.e., closer to the access ISPs) than the large 

data centers that might house, say, the servers central to a client-server application. 

 130. Here, when we refer to enhancements (or services) delivered on these edge-deployed 

compute clusters, we mean to refer to services related to packet delivery, and exclude computationally 

intensive services (e.g., inference serving). Such services fall under the distinct category of “edge 

computing.” 
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CDN server, and over the CDN’s interior network.131 If, for example, a user lives 

in Los Angeles and wants to watch an archived clip of a basketball game 

featuring the Lakers and the Celtics, they need not reach out to the NBA’s servers 

in its New York HQ. The user can instead access the NBA’s content from a local 

(California) server—one that will deliver the content more quickly.132 

CDNs thus maintain networks of servers that, as they grew, became 

connected to each other by private networks—a proprietary system of computers 

and wires. 133  Each CDN is its own walled garden—its own discrete 

infrastructure—that spans vast geographies, and that remains connected to the 

rest of the Internet, as needed, by other access and transit ISPs. But these distinct 

infrastructures bypass transit providers for the vast majority of data 

transactions.134 This is because content needs to be “advanced” to a CDN only 

once. Under the Internet’s original model, each content request—each request 

for a video clip—would trigger a series of technical and economic transactions 

between and among access and transit ISPs. Each content request, that is, would 

require that these ISPs transmit packets across their networks, and such 

transmissions would fall within the scope of these ISPs’ commercial agreements 

for the exchange of traffic. But with CDNs, content creators need to pay for 

transit only, at most, once—for the first transfer to the CDN.135 The NBA, for 

example, only needs to transfer its video clips to the NBA CDN once. After that, 

the CDN’s private network will transfer those files to the CDN’s various 

 

 131. Indeed, because CDNs typically use a proprietary network, they also help to address the 

packet-loss risks that can affect performance. See supra note 121. Specifically, CDNs reduce the number 

of inter-network transfers that are associated with any one content request. If a CDN connects directly 

with an access ISP, then there is only one exchange that presents such a risk; but when data crosses 

several transit ISPs, those risks compound. 

 132. In a simple case, an ESP might cache copies of a streaming service’s most popular content 

on all its servers—those on the East Coast, West Coast, Europe, Australia, and so on—to ensure that it 

reaches all consumers quickly, thereby helping to avoid the problems of videos that load slowly, rebuffer 

constantly, and otherwise cause viewing quality problems. In more complicated scenarios, ESPs (and 

their clients) might try to predict what content is likely to be popular in various regions, storing copies 

of selected content in strategic locations. 

 133. See, e.g., Limelight Networks v. Akamai Techs., 572 U.S. 915, 918 (2014) (describing, 

briefly, a CDN architecture); see also Merrill & Narechania, supra note 10, at 55–59. 

 134. See, e.g., Todd Arnold, Unpacking a Flattened Internet, APNIC BLOG (Dec. 4, 2020), 

https://blog.apnic.net/2020/12/04/unpacking-a-flattened-internet [https://perma.cc/U678-WU5G]; see 

also Merrill & Narechania, supra note 10, at 57 n.89 (collecting sources); NUECHTERLEIN & WEISER, 

supra note 38, at 184. 

 135. CDNs, of course, charge their customers for this service. But CDN customers typically 

advance content at times when transit costs are lower (e.g., it is typically cheaper to send data in the 

middle of the night, when demand is comparatively low, than it is at seven o’clock in the evening, when 

demand (and network congestion) is relatively high). And so content providers do not have to pay high 

transit costs for multiple content requests during peak hours; and can instead pay one comparatively 

lower transit cost for advancing content to the CDN (or, in rare cases, advance content to the CDN using 

physical media, see, e.g., Rachna Thusoo, Introducing Oracle Cloud Infrastructure Data Transfer 

Service, ORACLE CLOUD INFRASTRUCTURE BLOG (Dec. 13, 2017), https://blogs.oracle.com/cloud-

infrastructure/post/introducing-oracle-cloud-infrastructure-data-transfer-service), plus the CDN’s own 

charges. 
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servers—one in New York, one in California, one in Texas. And consumers will 

connect to whichever CDN server is closest. Figure 3, below, offers an 

abbreviated example. 

 

Figure 3. A Simplified Sketch of the Enhanced Internet. 

 
 

b) Security 

The Enhanced Internet also offers significant security improvements, 

especially as to DDoS attacks. Recall that such attacks function by 

overwhelming an application with content requests. One of “the most effective 

defenses against DDoS attacks rest[s] upon large-scale observations of network 

traffic: a centralized observer . . . can share intelligence about troublesome 

sources of Internet traffic to help separate legitimate requests from malicious 

ones.”136 These compute clusters can survey and collect information about large 

volumes of traffic, thereby developing the insights necessary to effectively 

defend against DDoS attacks and other security vulnerabilities. 

c) Examples 

We can make the Enhanced Internet more concrete by way of two 

examples. 

First, Google. Google operates an important video streaming service, 

namely, YouTube. If all YouTube videos were stored centrally in Mountain 

View, California, then the videos would load slowly (and poorly) for consumers 

in New York, London, and Sydney. But, if Google stored YouTube content on 

servers across the globe—in California, and in New York, and in England, and 

in Australia—then the service would run better for all consumers. Moreover, 

Google might decide, for reasons of cost and convenience, to connect those 

servers to each other and to Google’s other facilities with a proprietary 

network.137 Consumers then need only to connect to Google’s local server from 

their access network to watch YouTube content. If a video is stored on that local 

server, then consumers can watch it directly. If not, it will be fetched quickly and 

reliably over Google’s proprietary network from another YouTube server to the 

local server (bypassing transit ISPs), and then delivered to the consumer. 

 

 136. Merrill & Narechania, supra note 10, at 42. 

 137. See supra note 134. 
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Second, Akamai—a $15 billion company that essentially innovated the 

market for CDNs.138 Akamai itself does not operate a video streaming service. 

But Akamai does have servers stationed around the world, and those servers are 

connected to each other with Akamai’s own proprietary network.139 And so other 

streaming services—say, Disney+—that are unwilling or unable to build their 

own network infrastructure can pay Akamai to host their content and deliver it 

to consumers. Again, consumers need only to connect to Akamai’s local server 

to access Disney+ content. If a video is stored on Akamai’s local server, then 

consumers can watch it directly. If not, it will be fetched quickly and reliably 

over Akamai’s proprietary network from another Akamai server to its local 

server (bypassing transit ISPs), and then delivered to the consumer. 

Google operates an example of what we call a “private hyperscaler 

network,” or PHN.140 It operates this enhanced infrastructure for the benefit of 

its own services, such as YouTube or Google Docs. Akamai is an example of a 

commercial CDN, offering these enhancements for sale to third parties (such as 

Paramount+).141 For the purposes of this Article, the main difference between 

the two is that PHNs are vertically integrated.142 Otherwise, the two systems 

have “very similar technical designs,” and generally offer similar services (either 

to their customers, or to their vertically integrated applications).143 And so, for 

simplicity’s sake, we use a single term—“enhanced service provider,” or ESP—

to refer to both sorts of providers, except as otherwise expressly noted.144 

* 

In all, ESPs have helped to evolve the Internet’s physical infrastructure by 

deploying large compute clusters across networks to address performance and 

security concerns. Indeed, the original Internet’s adherence to the principles of 

neutrality, interconnectedness, and generality paved the way for the ESPs’ 

innovations. And as ESPs have grown in popularity, they have used these 

computational resources to offer a range of additional technical services to 

clients beyond caching and DDoS protection, including additional security 

measures and avoiding server overloads, among others.145 

 

 138. ANNUAL REPORT ON FORM 10-K, AKAMAI TECHS., INC (2023). 

 139. See, e.g., Limelight Networks v. Akamai Techs., 572 U.S. 915, 918 (2014) (describing, 

briefly, Akamai’s architecture). 

 140. Brown et al., supra note 14, at 659. That work specifies exactly which sorts of private 

hyperscaler networks present the concerns described in this Article. See id. at Appendix A. 

 141. Id. at 646.  

 142. Id. (describing a “new class of global private networks operated by hyperscaled cloud and 

application providers [that] are only used for their own traffic or (in some cases) their customers’ 

traffic”). 

 143. Id.  

 144. In prior work, see id., we have used the term “edge service provider,” and “ESP” for short. 

But we use “enhanced service provider” here to avoid the confusion about the term “edge” described 

above, see supra note 11, as well as to emphasize that the focus of our concern is on the provision of the 

enhancements offered by ESPs. 

 145. Brown et al., supra note 14, at 646, 653–54 (describing several examples, including 

software-defined wide-area-networking, load balancing, zero-trust network access, among others). 
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These enhancements might be characterized as, well, mere enhancements 

to the original Internet—offering better performance and security—but not 

necessary for basic connectivity. But such an assertion would unduly minimize 

their importance. As described earlier, these enhancements are functionally 

necessary for high-performance Internet access. Indeed, ESPs handle the vast 

majority of Internet traffic. Only a handful of ESPs are responsible for the 

majority of all Internet traffic. 146  A single ESP—Cloudflare—appears to 

dominate the market for web traffic, specifically.147 The majority of requests for 

web content are now fulfilled by moving directly from an access network to an 

ESP (and back again).148 In short, ESPs have transformed the structure of the 

Internet—a transformation that is well-documented in the computer science 

literature 149 —and are essentially necessary to today’s Internet. Indeed, as 

described below,150 it is likely that the ESPs are responsible for more traffic than 

the original Internet’s ISPs could handle. 

3. Layers and Standards 

Thus far, this Article has described where in the Internet’s physical 

geography these enhancements sit. But where in the Internet’s layered 

architecture do they sit? After all, matters related to networking and data 

transmission are handled in Layer 3 and below, and these enhancements seem to 

offer improvements in transmission-related functions. However, application-

specific computation operates at Layer 4 and above, and these enhancements , as 

noted above, are software deployed on “compute clusters” that sit at the “edge” 

of Internet-connected networks. 

 

 146. Kevin Vermeulen, Loqman Salamatian, Sang Hoon Kim, Matt Calder & Ethan Katz-

Bassett, The Central Problem with Distributed Content, in HOTNETS '23: PROC. OF THE 22ND ACM 

WORKSHOP ON HOT TOPICS IN NETWORKS 70, 71 (Nov. 28–29, 2023) (“[Four] providers account for 

most Internet traffic! According to Sandvine, Google serves 21% of Internet traffic, Netflix serves 9%, 

and Meta serves 15%. Akamai claims to serve 15–20% of web traffic.”) 

 147. Merrill & Narechania, supra note 10, at 52 n.76. 

 148. See Todd Arnold, Jia He, Weifan Jiang, Matt Calder, Italo Cunha, Vasileios Giotsas & Ethan 

Katz-Bassett, Cloud Provider Connectivity in the Flat Internet, in IMC '20: PROC. OF THE ACM 

INTERNET MEASUREMENT CONF. 230 (Oct. 27–29, 2020); see also Koch et al., supra note 12 (“[M]ost 

traffic flows between a small number of content providers and user networks.” (citing Craig Labovitz, 

Scott Iekel-Johnson, Danny McPherson, Jon Obreheide & Farnam Jahanian, Internet Interdomain 

Traffic, in SIGCOMM '10: PROC. OF THE ACM SIGCOMM 2010 CONF. (Aug. 30–Sep. 3, 2010))). 

 149. See, e.g., Brandon Schlinker, Hyojeong Kim, Timothy Cui, Ethan Katz-Bassett, Harsha V. 

Madhyastha, Italo Cunha, James Quinn, Saif Hasan, Petr Lapukhov & Hongyi Zeng, Engineering 

Egress with Edge Fabric, in SIGCOMM '17: PROC. OF THE ACM SIGCOMM 2017 CONF. 418, 418 

(Aug. 21–25, 2017) (“Internet traffic has very different characteristics than it did a decade ago.”); see 

also Craig Labovitz, Scott Iekel-Johnson, Jon Oberheide, Farnam Jahanian & Danny McPherson, 

Internet Inter-Domain Traffic, in SIGCOMM '17: PROC. OF THE ACM SIGCOMM 2010 CONF. (Aug. 

30–Sep. 3, 2010); Koch et al., supra note 12, at 23 (describing research about this change in the Internet’s 

architecture that “reshaped the research community’s mental model of the Internet’s structure”). 

 150. See infra Section IV.B. 
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Formally, these enhancements are implemented at Layer 4 and above.151 

They take IP as given, and implement specific tasks based on the contents of the 

packets sent over the Internet (such as responding to requests for Disney+ or 

YouTube content). Indeed, each ESP has developed its own proprietary 

implementation for offering its own enhancements. 

But these enhancements are functionally offered as a part of the network 

infrastructure—they are so intertwined with the transmission of content across 

the Internet that they have blurred the boundary between the infrastructural 

platform that constitutes the Internet and the applications that sit atop the 

network. Stated otherwise, ESPs and the services they provide have dissolved 

the distinction between what both technologists and policymakers consider to be 

inside the network versus outside it. 

For technologists, this boundary between infrastructural platform and 

network application has defined the Internet and helped to organize innovation. 

Improvements in network performance typically occurred within the network, at 

Layer 3 or below. By contrast, application development and deployment 

traditionally depend upon Layer 3 standards, like IP, for data transmission. But 

these enhancements rely upon proprietary higher layer applications and Layer 3 

standards to facilitate data transmission. 

Likewise, for policymakers, the boundary has marked the point between 

the networked platform that must be regulated to assure interconnection and 

neutrality, and the applications that have traditionally remained largely 

deregulated.152 Recall that AT&T’s network was subject to various neutrality, 

interconnection, and generality requirements to facilitate the development of 

new devices and applications. But those new devices and Internet-based 

applications were themselves largely unregulated. 

Now, however, Layer 4 (and above) applications are also an integral part 

of data transmission across the Internet. And these applications—these 

 

 151. See, e.g., KC Claffy & David Clark, Platform Models for Sustainable Internet Regulation, 

4 J. INFO. POL’Y 463, 472 (2014) (explaining that CDNs “cross[]” layers when they deliver content to 

an access ISP). 

We can explain why this is so in a bit more detail. Recall that the Internet employs a packet-switched 

and layered design. Under this approach, each packet has a “header” and a “payload.” The header 

contains the information necessary to handle and correctly route the packet, while the payload remains 

opaque to network layers. An analogy to postal mail can help illustrate: The header is like the exterior 

of an envelope, disclosing information like the recipient’s address and the sender’s address, which the 

Post Office can use to deliver the mail. But the contents of the envelope—the payload—are secret to the 

Post Office. See Merrill & Narechania, supra note 10, at 48. And, in the Internet’s layered architecture, 

payloads are exposed only to higher layers. Thus, any security or performance measures that rely on 

payloads—i.e., that must know exactly what Netflix video you want to watch, or that attempt to 

authenticate your request to enter a network—function, by definition, at an application layer. 

 152. See, e.g., Narechania & Wu, supra note 5, at 470–71; Kevin Werbach, Breaking the Ice: 

Rethinking Telecommunications Law for the Digital Age, 4 J. TELECOMM. & HIGH TECH. L. 59, 84 

(2005) (explaining that the FCC’s approach evinced “layered policy-making”); Robert Cannon, The 

Legacy of the Federal Communications Commission’s Computer Inquiries, 55 FED. COMM. L.J. 167, 

194–98 (2003). 
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enhancements—sitting just beyond Layer 3’s outer bounds have escaped the 

scrutiny that has long helped to ensure neutrality, interconnection, and 

generality. 

The Federal Communications Commission, for example, has sometimes 

expressly excluded CDNs from its network neutrality regimes.153 Indeed, CDNs 

have actively lobbied the FCC to escape those rules.154 The FCC has likewise 

reasoned that it need not mandate interconnection among transit ISPs given the 

substantial competition among those providers and the tradition of 

interconnection among transit ISPs.155 But the FCC’s reasoning overlooks the 

shift from transit ISPs to ESPs, and the importance of ESPs to high-performance 

Internet service today. 

B. Principles 

The rise of ESPs has thus worked a profound shift in the structure of the 

Internet, both in terms of which entities—transit ISPs vs. ESPs—characterize the 

market for inter-network data transmission, and in terms of the Internet’s 

architecture and governing principles. 

This transformation represents a fundamental change in the structure and 

the nature of the Internet. As explained above, the success of the early Internet 

depended on three critical principles: neutrality, interconnection, and generality. 

Yet none of these are present in the Enhanced Internet’s current design. Indeed, 

the rise of ESPs represents a paradigm shift156—one with important ramifications 

for the Internet’s future, and one that has, thus far, passed by policymakers and 

regulators altogether. 

1. Neutrality 

As above, we begin with neutrality. On technical neutrality, it is true that 

these services adhere to the Internet’s traditional notion of layering: ESPs take 

Layer 3 as given, implementing higher-layer services atop the packets 

transmitted over the Internet. But it is also true that these enhancements resemble 

 

 153. See, e.g., Preserving the Open Internet Broadband Industry Practices, 25 FCC Rcd. 17905, 

17948 n.235 (excluding CDNs from network neutrality rules); cf. NUECHTERLEIN & WEISER, supra 

note 38, at 214–15 (describing the tension between requiring neutrality, and yet excluding CDNs from 

that regime of neutrality). 

 154. See, e.g., Corey Walker, Content Delivery Networks Want to Be Excluded from Net 

Neutrality Rules, BROADBAND BREAKFAST (Feb. 23, 2024), https://broadbandbreakfast.com/content-

delivery-networks-want-to-be-excluded-from-net-neutrality-rules/. 

 155. See, e.g., Restoring Internet Freedom, 83 Fed. Reg. 7852, 7882, 7883–84 (Feb. 22, 2018) 

(codified at 47 C.F.R. pts. 1, 8, 20) (noting “competitive pressures in the market for Internet traffic 

exchange”). 

 156. THOMAS KUHN, THE STRUCTURE OF SCIENTIFIC REVOLUTIONS 150 (1962) (describing a 

paradigm shift as a fundamental change in the basic concepts and practices of a discipline, perhaps such 

as computer networking); see also Koch et al., supra note 12, at 23 (describing research about this 

change in the Internet’s architecture that “reshaped the research community’s mental model of the 

Internet’s structure”). 
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networking functions,157 and yet do not make their own capabilities available to 

other, higher-layer operators (i.e., other application developers). Stated 

otherwise, application developers can take IP as given to deliver application 

content across the Internet. They cannot, however, rely on any ESP’s caching 

protocol as given to deliver application content more quickly and more reliably 

across the Internet. 

Hence, ESPs can decide which Internet-based applications may receive 

their services; some may be shut out entirely. ESPs, that is, are not subject to any 

regime of legal neutrality.158 Indeed, as noted, the FCC has expressly exempted 

CDNs from its legal neutrality regimes. 159  And so, just as regulators once 

worried that the telephone networks could inhibit the development of the next 

 

 157. In re Restoring Internet Freedom, 33 FCC Rcd. 311, 409, paras. 164, 169–70 (2018) 

(Declaratory Ruling, Report and Order); see also NUECHTERLEIN & WEISER, supra note 38, at 183–84. 

 158. As above, we tuck our description of access-based funding into the notion of legal neutrality. 

Here, too, the condition is not satisfied. The revenue model for ESPs is not access-based. Instead, the 

application developer or content provider pays an ESP for these services. In some cases, this makes 

sense: For security-related services, it is the content provider that benefits from greater security from 

DDoS and other cyberattacks. since the clients derive no benefit from the service (and in fact are seen 

as potential attackers). But for the performance-related services, the content provider pays for consumers 

to enjoy improved performance. 

This is radically different from the original Internet. Under that schema, a content provider would pay 

for its own connection to the Internet, a consumer would too, and the content would be retrieved by 

consumers who paid for their own connection to the Internet. But with this additional edge infrastructure, 

the content-provider pays for the enhanced services (in this example, the CDN services) and the 

consumer pays only for basic Internet access. Yes, the content provider benefits from the increased 

performance, as better performance allows it to charge consumers higher rates (or serve more ads). But 

network neutrality norms and rules have strongly disfavored pay-for-priority arrangements; and that is 

what a CDN offers. See, e.g., NUECHTERLEIN & WEISER, supra note 38, at 214–15; Muhammad 

Abdullah, Pavlos Nikolopoulos & Katerina Argyraki, Caching and Neutrality, in HOTNETS '23: PROC. 

OF THE 22ND ACM WORKSHOP ON HOT TOPICS IN NETWORKS 63 (Nov. 28–29, 2023). 

Again, while we would like to avoid rehashing the longstanding network neutrality debates, a brief 

example may help to clarify the point. Imagine that Netflix paid access ISPs to secure an additional 

100mbps on every subscriber’s access line—but that additional bandwidth was to be dedicated 

exclusively to Netflix traffic. Such an arrangement would violate any iteration of network neutrality 

rules and norms. Why? Because bandwidth is allocated according to Netflix’s priorities, rather than 

consumers’ priorities. Imagine, instead, that consumers paid for better Internet access service, and, after 

growing tired of yet another predictable season of The Great British Bake-Off, decided to switch to 

AppleTV or Disney+. In that case, consumers can use the service enhancements to access the content of 

their choice, rather than the content dictated to them by the agreements between their ISP and other 

content providers. Stated otherwise, social welfare is higher where enhanced service is applied to the 

traffic that consumers want, rather than merely to the traffic that originates with content providers who 

have the ability and willingness to pay. See, e.g., van Schewick, supra note 22. 

It is true that, in some cases, regulators have tolerated exceptions to access funding regimes. For 

example, toll-free telephone numbers (800, 888, etc.) violate neutrality, since the cost for these calls is 

borne entirely by the recipient rather than the caller. But these exceptions have been tolerated when they 

reflect only a small portion of the market—toll-free calls make-up only a small fraction of phone calls. 

ESPs, however, dominate the delivery of Internet traffic. 

 159. See, e.g., Preserving the Open Internet Broadband Industry Practices, 25 FCC Rcd. 17905, 

17948 n.235 (excluding CDNs from network neutrality rules); cf. NUECHTERLEIN & WEISER, supra 

note 38, at 214–15 (describing the tension between requiring neutrality, and yet excluding CDNs from 

that regime of neutrality). 
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generation of communications technology—what turned out to be the Internet—

so too might these new entities seek to entrench their dominance by stifling new 

communications technologies yet to come. As ESPs have transformed the shape 

of the Internet to one that relies on their infrastructural enhancements—using an 

ESP’s computational resources is, recall, functionally necessary for high-

performance Internet service today—ESPs have both increased and used their 

power to decide which Internet-based applications and technologies will advance 

and which will not. 

Indeed, empirical evidence from the computer science literatures 

demonstrates that CDNs treat different Internet-based applications differently, 

where performance depends not on consumer preferences, but on which 

applications have the ability and willingness to pay.160 Likewise, CDNs have 

inhibited the development of certain privacy-enhancing technologies.161 While 

CDNs explain that they do so because such technologies are more likely to be 

used by bad actors, the CDNs’ effective control over the Enhanced Internet 

effectively stifles these technologies for all uses, including legitimate ones.162 

Indeed, in previous proceedings, the FCC once attempted to enforce its neutrality 

regulations against a provider that tried to restrict the use of a technology—peer-

to-peer filesharing—that was once used overwhelmingly for illegal purposes 

(namely, distributing copyright-infringing material). In doing so, the FCC 

explained that peer-to-peer applications have widespread uses beyond illegal 

content sharing, and ISPs should therefore refrain from restraining their 

development.163 

Such concerns extend beyond innovation and competition to encompass 

speech and democratic participation. For instance, Cloudflare, a major ESP, 

faced pressure to stop providing caching and security services to Kiwifarms, a 

site notorious for vile online harassment. Cloudflare initially refused, contending 

that Internet users should not use cyberattacks to address the site’s harmful 

content. Within days, however, it reversed course, leading to the site’s effective 

closure, as it was left unprotected from vigilantes determined to take the site 

down via cyberattacks.164 No matter whether one thinks Cloudflare’s initial or 

subsequent decision was correct, the key takeaway is that Cloudflare controlled 

Kiwifarms’ online fate; it could decide whether the site, and the speech it housed, 

would continue to exist. And even if one thinks that Cloudflare has thus far 

exercised its power benevolently, that is no guarantee for the future. What 

happens if, for example, an individual decides to buy Cloudflare and deploy its 

 

 160. Muhammad Abdullah, Mughees Ur Rehman, Pavlos Nikolopoulos & Katerina Argyraki, 

Edge Caching as Differentiation, SIGCOMM '25: PROC. OF THE ACM SIGCOMM 2025 CONF., 164 

(Sep. 8–11, 2025); Abdullah et al., supra note 158. 

 161. Merrill & Narechania, supra note 10, at 67. 

 162. Id. at 66–69.  

 163. See Formal Complaint of Free Press and Pub. Knowledge Against Comcast Corp. for 

Secretly Degrading Peer-to-Peer Applications, 23 FCC Rcd. 13028, para. 4 (2008).  

 164. Id. at 68. 



102 Berkeley Technology Law Journal [Vol. 41:1 

power to shape the globe’s public discourse to favor certain speech or 

technologies?165 

2. Interconnection 

ESPs are not interconnected—at least not at the level of the enhancements 

they provide. It is true that ESPs can (and do) transmit data to other networks 

using the longstanding technical protocols (e.g., IP) noted above. But their 

enhancements, now a necessary component of high-performance Internet 

service, are not interconnected.166 Notwithstanding efforts to develop a standard 

for CDN interconnection, CDNs do not interconnect. CDNs do not, for example, 

respond to requests for locally cached content by saying, “Ah, Jane is looking 

for this recent episode of Dune: Prophecy. I don’t have it, but I will forward 

Jane’s request to ESP X, which operates local cache A containing that 

content.”167 It is true that some content providers like Disney+ might enter into 

agreements with multiple CDNs, and then implement internal logic that cycles 

through those various options. But interconnection is meant to avoid this 

unnecessary redundancy (imagine, for example, that consumers were required to 

own an AT&T phone, and a Verizon phone, and a T-Mobile phone, to reach 

subscribers of each network). Indeed, such redundancy is antithetical to the 

Internet’s design.168 And such systems are only available to content providers 

with the ability and willingness to pay for and implement such redundant service. 

In all, the enhancements offered by ESPs apply only to the traffic within that 

ESP. 

Moreover, without technical interconnection, economic interconnection is 

infeasible. This lack of both economic and technical interconnection matters for 

reasons of coverage, competition, and resiliency. 

First, the failure of ESP interconnection affects coverage. Global coverage 

for this new generation of infrastructural services requires global providers. 

ESPs, then, must build their own global network of cables and servers if they are 

to provide coverage to the four corners of the world.169 

 

 165. See Zoë Schiffer & Casey Newton, Yes, Elon Musk Created a Special System for Showing 

You All His Tweets First, VERGE (Feb. 14, 2023), https://www.theverge.com/2023/2/14/23600358/elon-

musk-tweets-algorithm-changes-twitter; see also BENKLER, supra note 22, at 464–466. 

 166. We also noted above that the classical Internet’s paradigm for interconnection was 

characterized by the “end-to-end principle”—the notion that computational power and intelligence was 

offered at the ends of the network, and the network itself focused on doing no more than simply giving 

its best effort to transmit data between endpoints. But, notably, the enhancements offered by ESPs—

caching, security, etc.—are implemented in hardware located within the network, rather than at its ends. 

 167. See infra note 247. 

 168. See infra text accompanying note 171. 

 169. Above, we described how interconnection helped to facilitate any-to-any connectivity on 

the original Internet. See supra note 106. Here, we expand on that discussion, describing how the 

absence of interconnection on the Enhanced Internet undermines any-to-any connectivity. Like some 

early telephone networks, ESPs—and PHNs in particular—are built in a hub-and-spoke model, with 
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Likewise, from the perspective of application providers, delivering a 

reliable Internet-based application globally requires contracting with only the 

largest ESPs—and then also trying to sign separate deals with smaller, local 

ESPs in regions where the large ESPs do not reach.170 The original Internet 

wouldn’t have dared to imagine that, in order to reach consumers, Google would 

have to sign connectivity deals with Comcast, AT&T, Orange (an access ISP in 

France), Airtel (an access ISP in India), and so on. And yet that is precisely the 

case for the services offered by ESPs.171 

Second, the need to build global infrastructures raises barriers to entry in 

both content and content-delivery markets, diminishing competition and yielding 

greater industry concentration among ESPs. Indeed, as elaborated below, ESPs 

benefit from significant economies of scale and scope as well as substantial 

network effects, collectively suggesting a market that is inclined towards 

oligopoly.172 

Given these dynamics, it is natural for the existing ESPs to resist efforts at 

interconnection. Each extant ESP benefits from the lack of interconnection 

across their proprietary networks and implementations: Interconnection would 

allow a smaller, regional provider to offer service in a way that exchanges 

reciprocal benefits with the existing ESPs. Stated otherwise, interconnection 

 

each ESP at the center of its own wheel. Indeed, as PHNs connect their backend data centers to many 

(but only selected) access ISPs around the world, they operate only as hub-and-spoke networks, and do 

not provide any-to-any connectivity beyond their reach. 

CDNs do offer enhancements that can be applied at a distance—that is, beyond the CDNs’ own 

footprint. For example, if a CDN caches content for a United States-based content provider in Egypt, 

then consumers in South Africa benefit from access to the “local” cache (nearly 4,000 miles away—but 

at least more local than fetching content from the United States). But such enhancements are of limited 

effectiveness. So, while a single ESP can technically serve anyone—consumers can connect to an ESP’s 

cache anywhere in the world—the enhancements offered by the ESP grow increasingly less effective 

with distance—significantly so—and are thus effectively constrained by the ESPs’ deployment 

decisions. 

In short, the hub-and-spoke design of most ESPs’ networks, coupled with the lack of interconnection, 

means that high-performance Internet service is available only within an ESPs’ footprint—and then only 

for the services and clients supported by that ESP. Imagine, for example, that Disney+ hires Akamai to 

deliver caching services; and Paramount+ hires Cloudflare for the same service. Consumers in, say, 

Egypt may be able to watch only Paramount+ reliably, if only Cloudflare has a local presence there and 

Akamai does not. 

 170. As described below, one consequence of the need to strike so many separate deals is that 

regional providers face difficulty filling the gaps where ESPs decline to offer service. 

 171. See supra note 168. But cf. infra note 280 and accompanying text (describing one approach 

for a design that accommodates such a system of distinct deals for enhanced services). 

 172. Jon Schmid, Anton Shenk & Tobias Sytsma, Evaluating Natural Monopoly Conditions in 

the AI Foundation Model Market, RAND RESEARCH REPORT (2024) (explaining that entry barriers, 

economies of scale and scope, and network effects are indicia of markets that are structurally inclined 

towards concentration). 

This report also explains that markets for goods for which there is limited product variation can also 

tend towards concentration. Global caching services might fit this description: It is essentially a high-

performance substitute for basic connectivity. And so, while we think that caching is a service that is not 

as general as basic connectivity, it is like other homogenous services (thus further increasing the 

possibility for market concentration). 
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would lower barriers to entry, as new providers could enter the market without 

building a global infrastructure. They could instead build a local infrastructure 

and rely on others to reach beyond its footprint. And interconnection would mean 

that the extant ESPs would have to share their network effects with these smaller 

entrants. 

And third, with fewer providers, the Enhanced Internet is more vulnerable 

to outages or concerns at any one ESP, diminishing the system’s overall 

neutrality. But greater interconnection among a greater number of providers 

would, like the original Internet, be more capable of routing around failures at 

any one provider. 

This, of course, is a familiar story of interconnection in telecommunications 

markets. For instance, AT&T once famously avoided interconnecting with new 

entrants in telephony markets, a course of action that eventually led to the 

sweeping regulatory reforms of the Telecommunications Act of 1996. 173 

Additionally, WorldCom, a leading transit provider, sought to merge with MCI, 

another transit provider. But the U.S. Department of Justice was so concerned 

about the effects of the merger on the Internet—namely, continued 

interconnection among transit providers—that it prohibited the merger of the two 

transit businesses, ordering MCI to divest its transit business before allowing the 

merger to proceed.174 And AOL once frustrated efforts at interconnection among 

“instant messaging” services (like Slack today).175 

In the context of ESPs, efforts at interconnection have so far stalled. Most 

attempts at introducing a protocol for interconnecting CDN services, like the 

creatively named CDNI (for CDN interconnection),176 have gone nowhere. And 

while we cannot definitively say that this is because of anticompetitive conduct 

among ESPs (rather than flaws in the standard, for example), it is possible—

likely, even—that such motives have had at least some role to play. 

3. Generality 

Generality requires that an infrastructural platform offer a generally useful 

service that is unbundled—i.e., sold separately—from other, higher-level 

services. ESPs offer a range of enhancements, like caching and security services, 

that rely upon a general resource, namely, computational power. But that general 

resource is not sold on an unbundled basis. When an application uses an ESP’s 
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enhancements, it uses a vertically integrated service—the ESPs’ specific 

software solution, implemented on the ESP’s proprietary computational and 

network hardware. Neither caching nor DDoS protection is a service that is as 

general as basic connectivity.177 Each is good for one purpose only. That is, these 

enhancements are akin to Comcast’s home security offering. 

* 

These enhancements are important and valuable. They are a necessary 

component of high-performance Internet-based service. For instance, 

widespread video-streaming services would not be possible without these 

enhancements. And yet this turn toward ESPs and the shift in the Internet’s 

governing ethos that it embodies presents several concerns. 

IV. 

PROBLEMS 

ESPs are the new present, and likely future, of the Internet’s infrastructure. 

As described above, ESPs are responsible for the majority of today’s Internet 

traffic, in large part because the enhancements they offer are now an essential 

component of high-performance Internet service. 

However, ESPs, and the new infrastructural arrangement they implement, 

represent a dramatic turn away from the crucial principles—neutrality, 

interconnection, and generality—of the Internet’s original design. As briefly 

described above, this shift gives rise to several potential concerns, including 

concerns about capacity, resiliency, competition, the global digital divide, and 

innovation. 

The following Sections expand on these concerns further. Specifically, 

Sections IV.A and IV.B describe how the turn to ESPs has had the effect of 

shrinking transit capacity, with the consequence of reducing the Internet’s 

resiliency. Section IV.C describes how the turn to ESPs has increased 

concentration in the Internet’s organizational composition. Such effects also 

contribute to a greater global digital divide, as described in Section IV.D. Lastly, 

but perhaps most critically, Section IV.E elaborates on the ESPs’ gatekeeping 

powers—its powers, that is, to control the direction of Internet-based innovation, 

both among Internet-based applications and in the Internet’s own infrastructural 

design. Moreover, these issues are not merely theoretical: researchers in the 

computer science literature have, for example, documented decreases in transit 

capacity, resiliency risks in ESPs’ infrastructure, and the growth of an ESP-

specific digital divide. 
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A. Capacity 

This Section describes the capacity—i.e., the total bandwidth of these 

networks—of the transit ISPs. Recall that, under the Internet’s original design, 

data traveled between computers and access ISPs on one or more transit ISPs. 

Practically every request for information online involved the transit ISPs, as they 

performed the necessary work of moving data long distances in real-time. 

Demand for transit capacity—i.e., bandwidth—thus mirrored demand for online 

services more generally: As more services were offered online, more companies 

built more, higher capacity networks to serve this growing volume of content. 

Over time, the capacity of the whole Internet grew. 

The modern shift to ESPs upends this dynamic because, as noted above, 

transit ISPs no longer need to transmit data long distances in response to each 

content request. Indeed, they hardly need to play a role in most content 

requests.178 Instead, many access ISPs enjoy a direct connection to many ESPs. 

For example, data can travel from Google’s network directly to Comcast’s 

network and your computer, or from Netflix’s network directly to Comcast’s 

network, or from Cloudflare’s network directly to Comcast’s.179 

As ESPs have come to characterize the Enhanced Internet’s architecture, 

transit ISPs have been relegated to two minor supporting roles: first, to support 

any legacy traffic that does not use ESPs but rather abides by the original 

Internet’s mode of content delivery; and second, perhaps to transfer content from 

an application provider (like Disney+ or Amazon Prime Video) to an ESP (like 

Akamai or Fastly).180 Once the content—the latest episode of a recent show, for 

example—has been transferred to an ESP, the ESP uses its own proprietary 

network to cache copies around its network in ways that it anticipates will 

optimize performance. It might, to draw on the example described above, use its 

private network to transfer and store copies on servers on the East Coast, West 

Coast, London, and Sydney. And then, when a consumer requests the show, it 

can be delivered from the ESP’s local server over a direct connection to the 

consumer’s access network.181 

We acknowledge that new infrastructure must be—and is being—built to 

accommodate the continued growth in demand for online services. Notably, 

however, the investments in that infrastructure are made primarily for internal, 

private networks—networks that Google and Meta (formerly Facebook), for 

example, use to connect their own data centers, or that Akamai uses to connect 
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its network of servers around the world.182 Unlike transit ISPs, which, as noted, 

generally sold their available capacity to any and all comers under the financial 

terms and technical standards described above, the capacity in these networks is 

reserved primarily for Google’s internal purposes, or for Akamai to use to best 

serve its customers.183 And because so much traffic flows over these private ESP 

networks, the size of the transit ISPs no longer needs to—and does not—reflect 

the total demand for online services.184 

Empirical and industry studies document this trend. TeleGeography, a 

leading telecommunications industry analysis firm, explains that “[h]istorically,” 

growing demand for transit capacity has come from “carrier [transit] networks, 

provisioning public [I]nternet services.”185 But now, a handful of “major content 

and cloud service providers”—namely Google, Meta, Amazon, and Microsoft—

“have become the primary sources of demand.”186 And how are they meeting 

that demand? TeleGeography explains that “Google, Microsoft, Meta, and 

Amazon are investing in new submarine cable systems and purchasing fiber 

pairs,” thereby “remov[ing] huge sources of demand” from wholesale transit 

markets.187 Indeed, independent researchers at the University of Toronto found 

that these content providers now account for over 70 percent of global 

international bandwidth, eating substantially into the share that was served by 
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transit networks.188 Hence, TeleGeography predicts that the “carriers most likely 

to succeed are those with massive internal demand”—i.e., ESPs—rather than 

those that “[depend] on wholesale market revenues,” like transit ISPs.189 And 

these industry analyses follow predictions, made nearly a decade earlier by Geoff 

Huston, the Chief Scientist for APNIC (an independent, not-for-profit 

organization that undergirds the Internet’s infrastructure in Asia), that “it’s likely 

that we’ve seen the last infrastructure projects of long distance cable being 

financed by the transit ISP[s].”190 

As described in more detail in Section IV.B, the Internet’s thinning transit 

capacity contributes to a cascade of further problems. Reductions in transit 

capacity, for example, reduce the Internet’s resilience. And, perhaps most 

notably, it negatively affects the ability of the original Internet to serve as an 

infrastructural platform for new innovation, thereby giving ESPs more control 

over the Internet’s future. The Sections following IV.B explore these concerns 

in more detail. 

B. Resiliency 

As noted, the shift in the Internet’s architecture occasioned by the rise of 

ESPs has caused a relative thinning in transit capacity. The failure of transit 

capacity to keep pace with the demand for online services yields a more fragile 

Internet. This fragility is perhaps best understood in contrast to the design of the 

original Internet.  

The original Internet, with its tightly woven lattice of networks, was 

designed to be resilient. If any individual network experienced an outage, other 

networks were there to pick up the slack.191 The technical standards used to 

deliver data across the Internet, from one computer to another, were designed to 

detect and dynamically route around failures.192 

But what happens when one ESP experiences a failure or some other sort 

of trouble? Recall that the ESPs do not interconnect—each employs its own 

propriety set of enhancements. And so, the failing infrastructure must turn to the 

transit ISPs, and the original Internet’s protocols, for backup. 
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Yet, as noted, transit capacity has diminished over time.193 It can no longer 

support the breadth of Internet-based services that users consume. As a team of 

researchers from Columbia University found, when an ESP runs out of network 

capacity or experiences a network failure, traffic moves out of the ESP’s network 

and to the transit ISPs. But demand for transit capacity has declined so steeply 

that “transit providers . . . [do not] have enough capacity to handle [PHN] traffic 

without congestion,” and by using transit networks as a failsafe, ESPs can cause 

“significant” “collateral damage to other services.”194 In short, the ESPs have 

supplanted the traditional transit ISPs, siphoning away the traffic and revenue 

that had historically supported their growth. In doing so, the ESPs have 

undermined the Internet’s resiliency, giving rise to a more fragile architecture. 

ESPs also pose other resiliency risks to the modern Internet. For example, 

ESPs—while not interconnected—will often share physical facilities, i.e., data 

centers and server racks. Indeed, the researchers from Columbia University 

explained that, as an example, nearly one-half of Netflix’s servers are 

“collocated” with servers from other ESPs. These servers are not only often 

housed in the same building but it is also “‘super common’ for them to be in the 

same rack.”195 This means that a technical problem at one of these buildings (or 

in a part of one of these buildings)—say, a power outage, an accidental “fiber 

cut,” or a security breach—is likely to affect multiple ESPs at once. As explained 

above, when ESPs go down, they fail over to the transit networks. However, 

these networks now hardly have sufficient capacity to handle the failure of one 

ESP, let alone several. In short, the resiliency risks that attend to the rise of the 

ESPs compound: ESPs benefit from colocation (because colocation is cheaper), 

but “colocation creates correlated risk,” and that correlated risk intensifies 

existing concerns about transit capacity.196 

Furthermore, as discussed in Section IV.C, ESPs—and CDNs in 

particular—operate in a highly concentrated market. Only a few CDNs dominate 

the market for web traffic. And so a failure at any one of these providers risks 

taking down a tremendous volume of web traffic. Moreover, the nature of 

“software supply chains” means that a failure at any one CDN might spiral out 

of control in unpredictable ways.197 

Consider, for example, a recent glitch at Fastly, a large CDN.198 That glitch 

caused outages at a series of websites, including some major properties: Amazon, 

CNN, Pinterest, Reddit, Spotify, Twitch, HBO, and the official website of the 
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United Kingdom’s government (gov.uk).199 Some of these properties, however, 

lacked a direct relationship with Fastly. Why were they also affected? Web 

content relies on complex software supply chains, with billions of webpages built 

in real time using various tools and resources, housed at only a small number of 

CDNs. Disruptions at a single CDN can thus cause widespread, unpredictable 

failures throughout the supply chain, affecting more websites than those directly 

employing the affected CDN’s services. Because websites often depend on 

multiple components stored at multiple locations, the failure of even one can 

prevent the entire site from loading. For example, a font hosted on a disrupted 

CDN could cause a seemingly unrelated news site to become inaccessible 

because of the intricate interdependencies among websites, their underlying 

resources (fonts, code, etc.), and the CDNs that cache them.200 

In all, the turn to ESPs has given rise to several, related resiliency risks. 

First, the Enhanced Internet relies on transit ISPs as a failsafe. But because ESPs 

have siphoned traffic and resources away from the transit ISPs, those ISPs cannot 

serve as a reliable backup to the ESPs’ infrastructure. Second, ESPs’ tendency 

to collocate their physical servers and equipment exacerbates the risks of any one 

failure: If transit ISPs cannot reliably back-up one ESP failure, they might 

collapse under the weight of several concurrent outages. And finally, the virtual 

interdependencies among ESPs, alongside the single points-of-failure created by 

concentration in the industry, give rise to a second set of correlated risks, as an 

outage at any one ESP might redound to other services and applications in 

unpredictable ways. 

ESPs began to supplant the original Internet in part as a response to the 

security concerns (e.g., DDoS attacks) described above. Ironically, however, the 

turn to ESPs has introduced new resiliency risks into the Enhanced Internet’s 

architecture—risks that are compounded by the growing concentration among 

ESPs. 

C. Concentration 

This Section discusses that concentration in ESP markets. Prior work has 

documented concentration among CDNs, at least as to web traffic: One provider, 

Cloudflare, has a dominant hold over that particular market.201 And while some 

other CDNs (e.g., Akamai, Fastly) are not quite household names, some are 

(Amazon Cloudfront)—and the broader set of ESPs includes several PHNs 

operated by companies (e.g., Google, Meta) that are already familiar to debates 
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about competition and concentration in technology industries.202 These large 

technology companies also play an outsized role in the structure of our new 

Internet for several reasons—high entry barriers, significant economies of scale 

and scope, and substantial network effects all combine to give rise to a market 

that will tend toward oligopoly. 

First, building an ESP infrastructure is a significant undertaking that 

requires substantial capital. That is, the barriers to entering the market for 

enhancements are high.203 Consider some of the services that ESPs offer. One 

category of services can be broadly characterized as “one-to-many” content 

delivery—using a hub-and-spoke network, one entity delivers content to millions, 

if not billions, of consumers worldwide. For example, CDNs offer this one-to-

many content delivery service for, say, video streaming applications.204 Offering 

this service effectively requires, as noted, a global infrastructure. Another 

category of services can be characterized as “many-to-one” protection—one 

entity hosts an information infrastructure that secures its customers’ data from 

distributed security threats, such as a DDoS attack. Such attacks can implicate a 

global set of possible attackers—and so, once again, effective protection requires 

a global infrastructure. 

And, indeed, many ESPs have an infrastructure that spans the globe (or, at 

least, the global North). As described above, such infrastructure includes servers 

stationed at strategic locations as well as investments in physical networks, such 

as undersea cables, fiber-optic cables over land, and more. Building these 

infrastructures entails significant expenses,205 and so ESPs must typically have 

sizable financial resources, not to mention sophisticated engineering expertise, 

as well as the political capital necessary to broker the agreements both allowing 

data transfers across international waters among different nations and allowing 

access to public rights-of-way across many nations.206 

Second, ESPs benefit from significant economies of scale and scope. On 

economies of scale, the story is rather straightforward.207  Once an ESP has 

deployed its system of servers and equipment connected by undersea and over-

land cables, it is comparatively cheap to expand its services on either side of the 

market it serves. That is, the marginal cost of expansion for ESPs can be 

relatively low. Imagine that Akamai has built an infrastructure capable of serving 
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a streaming video provider (Disney+). Having done so means that it is 

comparatively cheap for Akamai to leverage that same infrastructure to deliver 

video content for other streaming services like HBO Max, Prime Video, or 

Paramount+. Likewise, once Akamai has built an infrastructure that spans some 

substantial part of the world, it may be comparatively cheap for Akamai to 

expand its reach to the next access network, community, state, or nation over. 

Such economies of scale tend towards greater consolidation.208 

On economies of scope, the ESPs’ infrastructure represents a fundamental 

input to a wide range of enhancements that can be used to support a wide range 

of Internet-based applications.209 As described above, ESPs are used for both 

one-to-many content delivery purposes as well as for many-to-one security and 

protection services. But even within the specific category of caching, the ESPs’ 

infrastructure is suitable for a wide range of applications, from video streaming, 

to music streaming, to social media, to web content, and more. Hence, PHNs 

tend to be deployed by those large companies that offer a wide range of Internet-

based applications and CDNs are employed by a wide range of companies. New 

entrants also face an uphill battle in trying to secure customers as the existing 

ESPs can more easily leverage their existing investments to provide high-quality 

service at comparatively lower costs. 

Finally, and least surprisingly, ESPs benefit from substantial network 

effects, much as every major global communications platform before it.210 As 

ESPs expand—again, on either side of its market—it becomes more valuable to 

all its customers. To draw on an example suggested above, imagine that Akamai 

acquires a new customer (HBO Max, say). In this case, every Internet consumer 

connected to Akamai’s network211 will benefit from HBO Max’s performance 

enhancements. Likewise, if Akamai expands its footprint to encompass a new 

community, then all of Akamai’s customers—Disney+, HBO Max, Prime Video, 

and so on—will benefit from the ability to offer higher-quality service in that 

community. Because ESPs are not interconnected, these benefits accrue only to 

the specific ESP that grows its network of customers and consumers. And so new 

customers and communities are likely to be drawn to ESPs that already have a 

large presence, as doing so offers far more value than partnering with a small-

scale ESP. Yet that means that existing ESPs only become more valuable and 

thus more likely to attract subsequent rounds of customers. 

Taken together, all these factors—high entry barriers, significant 

economies of scale and scope, and substantial network effects—are suggestive 
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of an industry that will tend towards a high degree of concentration among large 

providers in this space. Empirical analyses from researchers and analysts 

comport with these predictions. Indeed, the Internet Research Task Force 

(IRTF—the research wing of the IETF, which is responsible for the development 

of the Internet’s technical standards) recently convened a workshop on 

“Centralization in the Internet,” in view of the “consensus within the networking 

that the Internet consolidation and centralization trend has progressed 

rapidly . . . , as measured by the structural changes to the data delivery 

infrastructure,” among other metrics.212 

Aside from the resiliency risks associated with single points of failure, this 

consolidation gives rise to several further risks. Such consolidation is, for 

example, likely to constrain competition, leading to price and quality effects.213 

Consumers may experience these effects through, for example, the prices of 

streaming services that rely upon ESPs; or in the connectivity quality of their 

Internet-based applications. Likewise, this concentration may contribute to a 

monoculture—i.e., groupthink—in network engineering contexts, thus limiting 

new innovation. 214  Consumers may thus be deprived of new ideas and 

technologies that, but for the ESPs’ control over the Internet, might have found 

footing in the Internet’s global marketplace. And finally, as described in the next 

Section, industrial concentration among ESPs contributes to a greater global 

digital divide. 

D. The Digital Divide 

This Section describes how the turn to ESPs may cause—or has caused—a 

greater global digital divide, one that grows from the Internet’s interior 

infrastructure. 

Our theory for how this digital divide arises is straightforward: Each ESP 

directs its infrastructure investments in terms of its private incentives. In short, 

ESPs will build new servers, networks, and equipment wherever it estimates it 

can maximize revenue.215 ESPs are thus, on average, more likely to prioritize 

revenue-rich regions, such as the global North, at the expense of other locales. 

Moreover, because there are only a few ESPs and the lack of interconnection 

deprives smaller entities from filling the gaps in underserved regions, the digital 

divide grows over time. 

Once again, empirical research from the computer sciences yields results 

consistent with this theory. For example, Loqman Salamatian, a Ph.D. researcher 
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at Columbia University, has tracked the ESPs’ deployments across the globe 

over time.216 Aggregated across a set of the largest ESPs—Akamai, Amazon, 

Cloudflare, Fastly, Google, Microsoft, Meta, Netflix—he found that these 

providers have reduced their presence, from 2018 to 2024, in countries such as 

India, South Africa, Russia, Brazil, Kenya, Oman, Pakistan, the Philippines, 

Ghana, Uganda, and Nepal.217 By contrast, these providers have increased their 

infrastructure in countries such as the United States, Switzerland, France, Korea, 

Mexico, Denmark, Sweden, Australia, Spain, and Canada.218 It is true that the 

correlation is not perfect; there have also been net infrastructure investments in 

countries like Nigeria and Malaysia, and reductions in places like Japan and 

Germany. But even after accounting for these outliers, the congruence between 

infrastructure investments and the divide between the global North and South is 

remarkable. Similar results attend to studies disaggregated by provider. 

Similar results attend, also, to in-region studies. For example, a research 

team out of Northwestern University compared the network infrastructure in 

Venezuela to that of other Latin American nations. That study explained that 

though Venezuela was “[o]nce among Latin America’s richest nations,” it has 

since taken a “drastic turn,” due to a range of challenges that include “political 

unrest, economic decline, and shortages of vital resources.”219 The study found 

that, within Latin America, Venezuela now lags behind other nations: 

[B]efore Venezuela’s crisis unfolded, Google and Akamai had 

established their presence in the country. Content providers that rolled 

out their networks later, such as Facebook and Netflix, have had more 

modest and delayed deployments in Venezuela. When averaging the 

percentage of users in networks hosting offnet servers across each 

country during this 8-year period, Venezuela’s ranking across providers 

varies but it is largely in the bottom set for the region. 

In sum, as ESPs direct their infrastructure investments towards revenue-

rich regions, predominantly in the global North, they tend to widen the gap in 

Internet quality.220 Recall that these enhancements are functionally necessary for 

high-performance Internet service. 221  These deployment decisions thus 

 

 216. Loqman Salamatian, Visualizing the Rise of Hypergiants, INTERNET SOC’Y PULSE BLOG 

(Mar. 13, 2025), https://pulse.internetsociety.org/blog/visualizing-the-rise-of-hypergiants. 

 217. Id. 

 218. Id. (“Cloudflare has the most extensive and growing footprint in Europe and North 

America”). 

 219. Esteban Carisimo, Rashna Kumar, Caleb J. Wang, Santiago Klein & Fabián E. Bustamante, 

Ten Years of the Venezuelan Crisis—An Internet Perspective, in SIGCOMM '24: PROC. OF THE ACM 

SIGCOMM 2024 CONF. 521 (Aug. 4–8, 2024). 

 220. See Salamatian, supra note 216 (“Africa remains the continent with the fewest cities covered 

by hypergiants, highlighting a variation of the well-known digital divide.”). 

 221. Put otherwise, this is more than a mere “Mercedes Divide,” a phrase that FCC Chairman 

Michael Powell once used to deride the “digital divide.” See Larry Irving, Michael Powell’s ‘Mercedes 

Divide,’ WASH. POST. (June 30, 2001). 



2026] HOW TO SAVE THE INTERNET 115 

undermine the any-to-any connectivity that characterized the original Internet.222 

This trend, supported by empirical research tracking ESP deployments 

worldwide, suggests that the Internet’s interior infrastructure may continue to 

evolve in a way that disproportionately benefits already-advantaged regions at 

the expense of global digital equity. 

E. Innovation and the Future of the Internet 

This Section turns to innovation-related concerns. In our view, this is the 

most significant concern raised by the Internet’s turn to an ESP-dominated 

infrastructure: As ESPs come to control the Internet’s core infrastructure, they 

will also be able to assert control over the Internet’s future direction, both in 

terms of the Internet-based applications that it supports, and in terms of the 

infrastructure that gets built. Such ESP control is at odds with rules and norms 

of neutrality that have long governed the Internet and, as described below, may 

well inhibit the rise of the next global communications technology, after the 

Enhanced Internet. 

1. Application Innovation 

As noted above, the original Internet thrived, in part, because it supported 

a wide range of applications.223 So long as someone could write the software 

code to create a website, an email service, a news service, a messaging service, 

a video or music streaming application, a multiplayer gaming application, or any 

other number of services, the Internet’s in-built protocols could support the data 

transmissions necessary to run the application. One single, standardized, and 

interconnected protocol, implemented across a wide range of access and transit 

ISPs, helped to develop our entire Internet economy.224 

But now, the Enhanced Internet is dominated by distinct, non-

interconnected enhancements operating over discrete infrastructures. Hence, it is 

now more difficult to build an Internet-based application that takes advantage of 

both the Internet’s global reach and the enhancements offered by ESPs (and that 

are now functionally necessary for any high-performing application). 

An example, grounded in the two categories of ESP services described 

above in Section IV.C, may help to explain. The first category of services offers 

“one-to-many” content delivery—e.g., CDNs that offer a content delivery 

service for video streaming applications; the other category of services offers 
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“many-to-one” protection—e.g., security protection from DDoS attacks, which 

are launched from multiple endpoints.  

But these categories exclude at least one important set of services: peer-to-

peer applications, or applications where a set of computers interact directly with 

each other, creating a many-to-many interaction pattern. The fact that ESPs do 

not easily support many-to-many applications is consistent with the Internet’s 

transformation from an any-to-any model of connectivity to one of hubs-and-

spokes:225 The ESPs mediate and control Internet traffic—they are the “one” in 

one-to-many and many-to-one applications. 

This means that there are entire classes of Internet-based applications for 

which there might be demand, but which our current Internet infrastructure 

cannot adequately support. Indeed, the Internet research community has worked, 

for many years, on developing peer-to-peer service enhancements that would 

provide support for applications like real-time video delivery (think Skype and 

Facetime226) and multiplayer gaming; one such service is multicast, in which 

sending a single packet is delivered to multiple destinations.227 Such services are 

difficult to scale and deploy without access to the ESPs’ infrastructure. But the 

ESPs have only limited incentives to develop and deploy such services because 

they will work only for those consumers who are connected to the same ESP on 

both ends. Because ESPs’ protocols do not interconnect, many-to-many services 

are supported only when consumers on both sides of the connection (the video 

feed, or the gaming app) have access to the same ESP. Developers, then, may be 

disinclined to develop Internet-based applications that have to support multiple 

protocols: one for ESP A (when consumers on both ends are connected to ESP 

A), another for ESP B, another of ESP C, and yet another for the case where 

there is no common ESPs among consumers. The failure of ESPs to interconnect 

has undermined investments in many-to-many service enhancements—such as 

those useful for live video, multiplayer gaming, and any unimaginable future 

innovations—and has thus shaped the direction of application innovation along 

a particular path. 

Moreover, even within the category of many-to-one and one-to-many 

services, ESPs’ incentives are to develop enhancements that they can readily 

monetize. And while, again, we do not begrudge ESPs their profits, and we 

readily concede that these monetized services have improved internet service, 
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we worry that there are other, underdeveloped applications that may yet take 

off—if only they had access to an open, interconnected platform for innovation 

like the Internet, but with the in-built enhancements and performance advantages 

of the ESPs’ infrastructure. In short, ESPs may be inadvertently undermining 

important innovations. 

Here’s the upshot: By transforming the shape of the Internet into a series of 

hubs-and-spokes with ESPs at the center,228 the ESPs have both limited the scope 

of possible innovations, and have otherwise arrogated to themselves the power 

to decide which Internet-based applications live and die. So far, they have 

exercised that power largely—though not entirely—benevolently. 229  But, as 

noted above, that is no guarantee for the future.230 This state of affairs thus 

contrasts sharply with the open platform for innovation that the original Internet 

furnished. 

2. Infrastructure Innovation 

Finally, but perhaps most significantly, the turn to ESPs also threatens to 

inhibit future infrastructure innovation. Indeed, the ESPs themselves are an 

infrastructural innovation—they took the original Internet’s design, and built an 

alternate data delivery mechanism atop its fundamental protocols.231 Likewise, 

the original Internet was built atop the telephone network, in part because of the 

regulatory interventions assuring interconnection and competition among 

telephone companies. As Phil Weiser (a former telecommunications law 

professor and current Attorney General of Colorado) explained, AT&T declined 

to buy and deploy fiber-optic cables, saying in the 1980s that it would not be 

necessary for at least 30 years—and by that point, AT&T would manufacture its 

own.232 But competition in the telephony markets—competition facilitated by 

interconnection—led MCI to adopt and deploy the technology earlier, 

facilitating more high-speed data transfers, and causing MCI to become a major 

transit provider.233 

The Enhanced Internet, however, may not provide the platform on which 

one could build whatever communications revolution will come next. As noted 

above, the Enhanced Internet abandons the paradigm of neutrality, 

interconnection, and generality. Hence, as in the context of application 
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innovation, these proprietary hubs-and-spokes have substantial power to decide 

which new infrastructural technologies will advance, and which will not. Indeed, 

the proprietors of our Enhanced Internet may have limited incentives to permit 

the success of whatever will supplant them. 

* * * 

In all, the turn to ESPs represents a significant shift in the Internet’s 

architecture, one that moves away from neutrality, interconnection, and 

generality. This transformation has far-reaching implications: transit capacity 

shrinks; the digital divide grows; the Internet becomes more vulnerable to 

systemic failures; and market power concentrates among a few dominant players. 

And, perhaps most alarming of all, an Internet characterized by ESPs may stifle 

both application and infrastructure innovation by centralizing control over the 

Internet’s future direction. 

V. 

THE INTERNET AS IT OUGHT TO BE 

The infrastructural shift from the Internet’s original design to the Enhanced 

Internet gives rise to a wide range of problems, including concerns about 

resiliency, concentration, and innovation. But it is not too late for the (Enhanced) 

Internet. The remedy to these concerns lies, unsurprisingly, in restoring the 

principles that propelled the original Internet to success without sacrificing the 

advancements made by the Enhanced Internet. The original Internet thrived 

because its infrastructure was neutral as to the applications it served, supported 

interconnection across providers, and those providers offered a general service 

that formed the basis for new technologies and innovations. We should revive 

these fundamental features of the original Internet 

The following Sections describe how this might be. Section V.A begins 

with a vision for the design of an Enhanced Internet—i.e., an Enhanced Internet 

2.0. This approach is technically achievable, and would provide benefits for all 

parties—ESPs, consumers, and content providers alike. But we acknowledge 

that adopting this approach would require some significant changes to ESPs’ 

current operations. We also acknowledge that there may be other approaches—

perhaps more limited in some respects and more feasible in others—that would 

go a long way to restoring the Internet’s foundational principles. In all, our 

ultimate goal is to restore the Internet’s foundational principles—neutrality, 

interconnection, and generality—to the Enhanced Internet 2.0. 

Sections V.B and V.C. explain how updated technical standards, renewed 

regulatory effort, and existing market incentives234 can, together, achieve this 

 

 234. See infra Section V.A. 



2026] HOW TO SAVE THE INTERNET 119 

goal, 235  while preserving the advancements of the Enhanced Internet, thus 

addressing the many problems described above.236 

A. Design 

Our design depends upon the same three systems that helped foster the 

original Internet’s core principles: technical standards,237 legal regulations,238 

and market incentives.239 The following subsections address each in turn. 

1. Technical Standards 

This Section describes our general, technical vision for the Enhanced 

Internet 2.0—a technically neutral platform that interconnects compute clusters 

across ESPs, thereby offering access to the basic computational power that can 

fuel a range of enhancements. This discussion draws upon the framework of 

layers and standards, physical infrastructure, and application development 

highlighted in this Article’s previous Parts.240 Specifically, this Section describes 

InterEdge—a technical design discussed in our prior computer science work.241 

a) Layers and Standards 

An Enhanced Internet 2.0 requires an additional set of technical 

standards—specifically, a set of standardized enhancements (e.g., caching, 

security, or multicast delivery) that, like the ESPs’ current services, operate 

above Layer 3 but help facilitate high-performance Internet-based service. Much 

as researchers working through the Internet Engineering Task Force helped to 

create a single protocol for Internet Protocol (IP), the Internet now needs a set of 

protocols for offering the various enhancements that are critical to high-

performance Internet service, one that different ESPs all use. 

But we do not think that is enough. Since this set of enhancements will 

grow over time, as the needs of applications change, we also need a “universal 

execution environment”—i.e., an operating system of sorts, like Windows or 

macOS—but for the compute clusters that ESPs have deployed across the 

Internet.242 Stated otherwise, what we need is a standardized approach to using 
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the general resource—computational power—that fuels the enhancements 

behind the Enhanced Internet. In short, a single, shared protocol for 

interconnected access to the computational power that fuels the Enhanced 

Internet. 

By standardizing the underlying operating environment, it can be easier to 

develop and adopt new enhancements—e.g., new security protections against 

new threats. And by creating an open and interconnected platform for doing so, 

researchers and hobbyists can begin work on enhancements that existing ESPs 

have so far failed to develop, such as services that facilitate better peer-to-peer 

connectivity.243 

In all, the future of the Internet is likely best served by a shared and 

standardized approach to operating these compute clusters—one that supports a 

shared and standardized set of enhancements. As noted above, we have in prior 

work called this environment (together with the set of enhancements that it 

offers) the InterEdge.244 The InterEdge, once installed on the ESPs’ compute 

clusters, offers a software-based approach for standardizing both the 

computational substrate for enhancements and the enhancements themselves. 

Contrast the InterEdge to ESPs as they presently operate. Google has a 

number of compute clusters located around the Internet. It has developed 

specialized software to operate those clusters, and it has developed further 

specialized software to offer specific enhancements, like caching or 

cybersecurity. So too with Akamai, which has its own hardware, proprietary 

software, and proprietary enhancements running atop that software. Cloudflare 

and Meta, also. Each ESP offers its own proprietary and non-interconnected set 

of enhancements. In contrast, InterEdge automatically interconnects those 

compute clusters using software, and also automatically interconnects the 

enhancements that sit atop them, meaning that different providers—different 

ESPs—can offer enhanced connectivity beyond its footprint (much like a local 

access ISP can offer consumers connectivity to the rest of the Internet).245  

In all, the InterEdge offers an architecture that facilitates both technical 

neutrality and technical interconnection. 

The InterEdge is technically neutral because it preserves the Internet’s 

layered design: It is both agnostic to the hardware below it, and it can support a 
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wide range of enhancements (and applications using those enhancements) above 

it.246 

Moreover, the InterEdge provides shared protocols for accessing the 

computational power in ESPs’ compute clusters—and using that power for 

offering enhancements in a way that is compatible across providers. In short, it 

facilitates technical interconnection: “[T]he InterEdge is a standardized 

interconnecting architecture.”247  

b) Physical Infrastructure 

As alluded to above, the InterEdge uses the same infrastructure as the ESPs: 

It leverages compute clusters at the network’s “edge.” The InterEdge’s initial 

deployment can thus draw upon existing computational infrastructure, which can 

rather simply be made to run the open-source InterEdge software. 
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Moreover, because the InterEdge is open-source, new providers (call them 

InterEdge service providers, or IESPs) can deploy their own compute clusters 

using the InterEdge to begin offering enhanced service—perhaps in competition 

with existing ESPs, or perhaps in areas beyond the ESPs’ current footprint. 

Indeed, as explained in prior work: 

[IESPs] can span from current ESPs (who might adopt InterEdge for at 

least some of their offerings) to [ISPs], cellular providers, . . . and even 

to others in today’s ecosystem that have not entered the current [ESP] 

business because of its relatively high barriers but who already have a 

physical presence at various network edges. The sizes of IESPs will vary 

greatly, from the global scale of today’s large ESPs to smaller IESPs 

that serve communities that are currently underserved today.248 

Finally, the InterEdge’s standardized software and enhancements are 

technically interconnected (i.e., interoperable), across both large incumbents and 

new providers in underserved regions. Hence, the InterEdge can help to offer a 

more robustly interconnected mesh of enhancements.249 

c) Application Development 

This Section turns, last, to a brief note on application development. As 

noted above, ESPs can more easily support the one-to-many and the many-to-

one interactions inherent in client-server applications, but offer comparatively 

poor support for the many-to-many interactions that can arise in other 

applications. This limit does not apply to the InterEdge. Because IESPs are 

automatically interconnected—different providers can offer a single, shared 

enhancement, much like the Internet offers connectivity across different 

providers—two Skype consumers connected to different ISPs and IESPs might 

benefit from an InterEdge-supported peer-to-peer video delivery enhancement. 

Multiple Minecraft players, in different corners of the world, pursuing a 

collaborative quest, might likewise benefit from an InterEdge-supported 

multiplayer gaming enhancement. 

For clarity and completeness, we note that the InterEdge offers robust 

support for client-server applications, too. Indeed, because many of the 

enhancements offered by ESPs benefit from network effects, interconnection 

among different IESPs may accelerate the quality of service, as those network 

effects compound across the customers of many different providers. 

* 

In all, an Enhanced Internet 2.0 requires a revitalized set of technical 

standards—standards that we have termed the InterEdge. These standards 

leverage the computational power that ESPs have deployed across the Internet—

and that new providers might yet add to—to offer an interconnected set of 
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enhancements. The InterEdge, moreover, is not a mere theoretical construct: 

Rather, a research prototype has been developed and tested, both for the 

InterEdge’s universal execution environment, and for some specific 

interconnected enhancements.  

2. Regulation 

The InterEdge is necessary, but not sufficient, for the Enhanced Internet 

2.0. As described above, technical neutrality is no guarantee of legal neutrality; 

the fact that two networks can technically interconnect does not guarantee that 

they will. 

Enter regulation. As with prior generations of communications 

infrastructure, regulation is likely to be necessary to ensure that private 

incentives align with the public good. This Article emphasizes two primary 

regulatory efforts that will be critical to securing the future of the Internet: 

interconnection and neutrality. Interconnection ensures that distinct ESPs can 

form one, unified Enhanced Internet, while neutrality helps to ensure that the 

Enhanced Internet can be used by a wide range of applications to deliver and 

content and services to consumers. 

a) Interconnection 

As described above, interconnection mandates in telecommunications 

regulation have a lengthy pedigree, dating back to well over a century. 250 

Additionally, interconnection mandates for the telephone infrastructure—for 

AT&T, especially—helped to convert that infrastructure into the foundation for 

the original Internet. 251  Indeed, interconnection among providers helped to 

sustain MCI’s viability as a competitor to AT&T, leading MCI to be among the 

first providers to adopt fiber-optic cables.252 As a result, MCI grew into a leading 

transit ISP. 

In contrast to telephone service providers, transit ISPs have not typically 

faced interconnection mandates.253 Because competition among transit ISPs was 

robust—and because the wide range of providers meant that Internet traffic could 
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usually find an efficient route between senders and recipients—policymakers 

refrained from actively requiring interconnection among providers.254 

But that should not imply that regulators ignored the importance of 

interconnection to the original Internet altogether. Indeed, when MCI sought to 

merge with WorldCom, the Department of Justice cleared the merger only after 

MCI agreed to divest its transit business—a $1.75 billion divestment that was, at 

the time, the largest divestment in the history of the Justice Department’s merger 

reviews.255 And the Justice Department’s analysis focused extensively on the 

merger’s threat to continued interconnection on the Internet: 

By giving MCI/WorldCom a disproportionately large customer base, 

the merger would have changed MCI/WorldCom’s incentives from 

favoring compatibility toward favoring incompatibility. Recognizing 

this, there was widespread industry concern about the effects of the 

merger on peering arrangements and on interconnection prices. 

MCI/WorldCom’s changed incentives would have increased the 

likelihood that it would attempt to tip the market by charging existing 

peers for interconnection or by degrading the quality of 

interconnections. MCI/WorldCom would have been able to do . . . 

through unilateral action . . . . [W]ith this strategy the market could have 

tipped to MCI/WorldCom, giving it monopoly control of the internet.256 

Hence, the absence of an interconnection mandate among transit ISPs 

reflects the particular competitive dynamics of that industry—competitive 

dynamics that were themselves shaped by prior interconnection mandates (and a 

technical standard that facilitated interconnection).257 

In all, interconnection has been one cornerstone of the regulatory regime 

governing telecommunications providers for well over a century. In some cases, 

that interconnection has been assured through ex ante regulation. In other cases, 

it was enforced ex post, only when a provider’s market dominance threatened to 

undermine interconnection across the ecosystem. As described above, 

concentration among ESPs contrasts sharply with the robust competition that 

characterized the market of transit ISPs.258 Indeed, in part because ESPs have 

not adopted a technical standard for interconnection, concentration among ESPs 

is quite high. Moreover, attempts to adopt technical standards for interconnection 

have largely stalled. 
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Policymakers should thus require interconnection among ESPs. Much as 

Telecommunications Act of 1996 imposed a duty on all telecommunications 

carriers to interconnect with each other,259 policymakers should impose a duty 

on ESPs to interconnect their compute clusters and their associated 

enhancements. In short, while the InterEdge can facilitate, say, an interconnected 

caching service,260 policymakers can—and should—mandate one. 

The interconnection regime implemented in the Telecommunications Act 

of 1996 established a complex bureaucracy for resolving a wide range of related 

details: at what location should two providers interconnect (i.e., is it closer to 

provider A or provider B?); or what systems govern intercarrier compensation 

(i.e., how and how much do providers pay each other?).261 

We can preview how some of these details ought to be resolved, even as 

we acknowledge that a similar system may be necessary to address such concerns 

on an ongoing basis in the context of interconnection among ESPs, and that a 

legislative body—Congress—is best suited to help create such a regulatory 

apparatus. On intercarrier compensation, for example, policymakers should 

implement a bill-and-keep approach:262 Each ESP should bill its own respective 

customers (e.g., application developers), and avoid reciprocal payments among 

ESPs.263 Such an approach resembles the regime that currently governs most 

telephone interconnection, and, indeed, that the FCC adopted after widespread 

frustration with a prior system that embraced reciprocal payments among 

telephone service providers.264 

 

 259. 47 U.S.C. § 251(a). 

 260. See supra text accompanying note 244. 

 261. 47 U.S.C. § 251(c), (d), (f); 47 U.S.C. § 252. 

 262. NUECHTERLEIN & WEISER, supra note 38, at 247. 

 263. In telecommunications contexts, such systems of reciprocal payments are known as “calling 

party’s network pays.” Id. Since there are no “calls” in the context of ESPs, we decided to bury that 

nomenclature in this footnote. 

 264. See id.; see also In re FCC 11-161, 753 F.3d 1015 (10th Cir. 2014). 

It is true that payments among ISPs are common, as we describe above. See supra Section II.A.2. Our 

proposal here does not upset that regime, because ESPs offer a distinct (if related) service. Here, ESPs 

offer a computational service, not a data transport service. And so, payments for data transport services 

(e.g., among transit ISPs) can continue as before: Our interconnection regime need not affect the 

established market-based regime governing payments among ISPs. Moreover, interconnection among 

ESPs provides little incremental burden on an ESPs’ infrastructure, where additional burdens have 

typically justified reciprocal payments among providers. See NUECHTERLEIN & WEISER, supra note 38, 

at 246–47. To see why this is so, consider the example of an interconnected caching service: ESP A 

offers caching services to Streaming Video Provider B, who pays ESP A for those services. Consumer 

X wants to watch something—“Show M”—on B’s service, but is located far outside ESP A’s existing 

footprint. Currently, Consumer X’s request will travel to ESP A (eventually), and the content will return 

to Consumer X. With interconnection, Consumer X’s request will travel to local ESP Z, who will then 

get it from ESP A. In either case, ESP A has to serve the content once. 

Indeed, imagine that Consumer X’s neighbor, Consumer Y also wants to watch to Show M. Now, 

Consumer Y’s request will travel to ESP Z, who has the content and can serve it directly. ESP A is saved 

the burden of having to serve the content twice while still earning revenue from Streaming Video 

Provider B. 
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Moreover, this duty of interconnection should encompass not only key 

enhancements such as caching services, but also the computational power that 

underlies these enhancements. As explained above, the telephone networks 

served as the foundation for the original Internet because the FCC issued rules 

requiring both interconnection among telephone service providers as well as 

interconnection at a more general level of connectivity—AT&T had to offer 

basic data transport to and from competing data processing companies.265 Such 

rules helped ensure that providers like MCI, AT&T, and Sprint both offered an 

interconnected telephone service and traded Internet traffic. 266  So too here 

should the policymakers ensure both interconnection among existing services, 

but also provide interconnection of the basic resource—computational power—

that can help to develop new enhancements, and perhaps even power whatever 

will follow the Enhanced Internet 2.0.267 

In short, the InterEdge offers standardization at two levels—the ESPs’ 

computational power, and the enhancements that use that power. Regulators 

should require interconnection at both levels, too. 

b) Neutrality 

On neutrality, ESPs currently have no legal obligation to serve all Internet-

based applications neutrally. ESPs are free, then, to discriminate against the 

content providers or applications that they happen to disfavor. And, as described 

above, ESPs have in fact exercised that power. CDNs, for example, have helped 

to inhibit the development of certain privacy-enhancing technologies such as 

Tor. CDNs have also served, uncomfortably, as arbiters of online speech,268 as 

when Cloudflare decided to stop serving 8Chan and Kiwifarms—websites 

notorious for vile, harassing content. Even Cloudflare has acknowledged that it 

lacks “the political legitimacy to determine generally what is and is not 

online.”269 

And yet neutrality was, as noted above, a mainstay of the FCC’s regulatory 

regime for nearly fifty years, until the Trump Administration rescinded those 

legal protections (and the U.S. Court of Appeals for the Sixth Circuit rebuffed 

the Biden Administration’s attempt to restore them).270 Such neutrality helped 

prevent AT&T from forcing consumers to buy expensive modems, and cheaper 

 

 265. See supra notes 2–3 and accompanying text. 

 266. See id.; see also Ev Ehrlich, A Brief History of Internet Regulation, PROGRESSIVE POL’Y 

INST. (Mar. 2014). 

 267. By interconnection of computational resources, this Article does not mean that clients have 

direct access to computation at all clusters, but that these computational resources can be used in a 

standardized manner to support enhanced services that are then made available to clients in an 

interconnected manner (i.e., same functionality at all IESPs). 

 268. Matthew Prince, Terminating Service for 8Chan, CLOUDFLARE BLOG (Aug. 4, 2019), 

https://blog.cloudflare.com/terminating-service-for-8chan [https://perma.c/592E-XBV9]. 

 269. Id. 

 270. See supra note 98 and accompanying text; see also RICKS ET AL., supra note 23, at 24. 



2026] HOW TO SAVE THE INTERNET 127 

modems fueled the popularity of the Internet.271 Likewise, neutrality enabled 

developers to build a wide range of Internet-based applications, from websites 

to video conferencing to streaming media, and more.272 

Giving ESPs the power to decide which applications can benefit from high-

performance Internet service undermines this longstanding regulatory tradition 

and thereby undermines both speech and innovation online.273 

Hence, policymakers should proscribe ESPs from discriminating against 

application providers, or even against disfavored speech. Here, the FCC’s (now 

defunct) network neutrality regulations offer a useful model: ESPs should be 

prevented from blocking access to lawful Internet-based applications or 

enhancements, from managing its infrastructure to directly or indirectly favor 

some applications over other applications, and from unreasonably interfering 

with or unreasonably disadvantaging lawful Internet-based applications or 

enhancements. 274  Moreover, to protect against the possibilities of such 

discrimination, policymakers should require that ESPs offer service to all comers 

on equal terms (i.e., at posted, or tariffed, rates) for their respective service 

tiers.275 

* 

In all, regulatory effort will be critical to returning the Enhanced Internet to 

the principles that fueled the original Internet’s success. Indeed, regulation can 

not only help restore the Internet’s commitment to interconnection, neutrality, 

and generality; it can also advance transparency, public participation, and 

legitimacy. After all, the Internet’s infrastructure is controlled by a handful of 

companies that decide, behind closed doors, what enhancements to support and 

where to deploy infrastructure, doing so by reference, to private incentives rather 

than shared public values. In contrast, regulatory processes are more open, 

deliberative, and democratic; they involve interested members of the public—

regulated entities and others—and allow policymakers, accountable to elected 

leaders and the voting public, to decide how the network should evolve. At 

minimum, such decisions about connectivity and computational power should 

emerge from participatory and accountable processes, not private fiat. Through 

such processes, policymakers should both require ESPs to interconnect and 

prohibit ESPs from discriminating against Internet-based applications. These 

regulations should apply not only to the enhancements themselves, but also to 

the computational power that underlies them. 

 

 271. See supra note 4 and accompanying text. 

 272. See supra note 100 and accompanying text. 

 273. See supra Section III.B.2; see also Brett Frischmann, INFRASTRUCTURE: THE SOCIAL 

VALUE OF SHARED RESOURCES 334–45 (2012). 

 274. 47 C.F.R. § 8.13 (overruled in Ohio Telecom Ass’n v. Fed. Commc’ns Comm’n, 124 F.4th 

993 (6th Cir. 2025)). 

 275. See Brown et al., supra note 14. 
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Such regulations will likely need to find footing in new legislation from 

Congress (and other international regulators, such as the European Union). 

Indeed, the Sixth Circuit’s recent decision, striking down the FCC’s attempt to 

impose network neutrality requirements on access ISPs, narrows the regulatory 

paths to requiring interconnection and neutrality for ESPs under existing law.276 

But these changes, alongside an increased appetite for regulating large 

technology companies277—may mean that Congress will soon have to revisit the 

regime that governs the Internet’s infrastructure. Regulation that is trained on 

ESPs will be integral to that effort and to the future of the Internet. 

3. Market Incentives 

Lastly, this Section describes how market incentives can, given the 

technical design and market-shaping regulations described above, help deliver 

an Enhanced Internet 2.0. 

As described above, economic incentives drove the growth of various 

applications and services under the original Internet.278 Because the original 

Internet’s ISPs offered global coverage without discriminating against providers 

or types of content, companies such as Netflix, Google, and Meta were free to 

build profitable services without worrying about interference or gatekeeping fees 

from network owners. 279  Here, we expect that a wide range of application 

developers—beyond the vertically integrated PHNs and other entities benefitting 

from existing ESPs—will be able to use the enhancements offered by the 

InterEdge to drive a new generation of Internet-based applications. Indeed, 

because the InterEdge’s enhancements encompass both a greater range of 

applications (e.g., peer-to-peer applications), and IESPs will compose a wider 

global reach (e.g., presently underserved countries) than the ESPs’ current 

offerings, we expect that IESPs will spark a whole new set of innovations. Indeed, 

gaps in the ESPs’ existing coverage may help to fuel the InterEdge’s initial 

growth: ESPs offer comparatively poor support for many-to-many interactions, 

and so InterEdge growth may derive, initially, from such applications as live 

video, videoconferencing, and multiplayer gaming. ESPs also offer 

comparatively low coverage in certain underserved regions, and so those regions 

may help to drive the InterEdge’s initial deployments. 

Hence, at the infrastructural level, we expect that the InterEdge can—and 

will—be used to help fill the gaps in the ESPs’ present coverage. Much like the 

smaller transit ISPs that offered regional coverage in the context of the original 

 

 276. The Sixth Circuit’s decision narrows the regulatory paths significantly—but it does not 

eliminate all of them altogether. The FCC might, for example, pursue a strategy of non-acquiescence in 

a future presidential administration. But such matters of regulatory strategy are well beyond our present 

scope. 

 277. Cf., e.g., H.R. 3816, 119th Cong. (2025); S. Bill. 2992, 117th Cong. (2022) (American 

Choice and Innovation Online Act). 

 278. See supra notes 88–91 and accompanying text. 

 279. Id. 
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Internet, smaller providers will likely be among the first to leverage the 

InterEdge, together with interconnection mandates, to offer a regional service 

that connects local consumers to the rest of the Enhanced Internet (2.0). And 

economic incentives will drive these IESPs to grow the scope of their service, 

i.e., into the equivalent of larger transit ISPs. Hence, as the InterEdge becomes 

more widespread, incumbent ESPs might find that it is more convenient to 

abandon their proprietary implementations of the enhancements for a more 

standardized alternative that supports a growing range of enhancements. 

Some commentators have responded that there is likely to be little appetite 

for regional IESPs, contending that content providers and application developers 

would rather work with a single provider for globally provisioned enhanced 

service. That may be true for a subset of the world’s internet-based applications. 

But we have three responses. 

First, ESPs are not global, but instead offer service in a subset of profitable 

locales across the world. But some applications—Disney+, say—may wish to 

reach an even broader audience (audiences, say, in Africa). Disney+ may thus be 

willing to enlist a second provider to offer such service to an expanded set of 

customers. That is, given the choice between working with one provider for 

narrower service coverage, or two providers for broader, InterEdge-supported 

coverage, some content companies may choose the latter. Indeed, as noted above, 

some content providers already do so in response to coverage gaps among 

existing ESPs’ respective footprints.  

Second, some content providers may offer an inherently regional service—

a local language service, for example—for which a regional IESP would be 

sufficient. Disney+, for example, owns and operates Hotstar, a streaming service 

aimed at the Indian market. Moreover, the existing regional ESPs that serve this 

class of applications might find that adopting the InterEdge offers one way to 

quickly expand their reach. 

And third, one can easily imagine economic arrangements that help address 

concerns about enlisting services from different providers around the globe. 

Disparate IESPs might, for example, work with an aggregator or broker to offer 

a single point-of-sale to large content providers: one can imagine a new entity—

“IESPs ’R Us,” for example—that represents distinct regional IESPs, selling 

enhanced service on their behalf.280 

We acknowledge that our design for the Enhanced Internet 2.0 evokes the 

Field of Dreams: We expect that if you build it (the InterEdge, or some less 

disruptive design), they (content and applications developers) will come. That is 

true. But there is no other way to develop a standardized, interconnected set of 

enhancements but to, well, develop them. And failing to do so would be to turn 

 

 280. Cf., e.g., Jeremias Blendin, Fabrice Bendfeldt, Ingmar Poese, Boris Koldehofe & Oliver 

Hohlfeld, Dissecting Apple’s Meta-CDN During an iOS Update, AMC INTERNET MEASUREMENT 

CONFERENCE (Oct. 31–Nov. 2, 2018). 
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our back on the principles that, as previously described, gave rise to the original 

Internet to begin with. 

B. Principles 

This Article’s description of an Enhanced Internet 2.0 attempts to plainly 

characterize one vision for returning to the principles that fueled the original 

Internet’s success. For the sake of clarity and completeness, this Part 

demonstrates how the Enhanced Internet 2.0 conforms to the ideals of neutrality, 

interconnection, and generality. 

1. Neutrality 

Technical neutrality follows from the InterEdge’s adherence to the 

Internet’s layered design. Indeed, the InterEdge functions much like IP itself: it 

is agnostic to the hardware below it and can support a wide range of new 

enhancements and Internet-based applications above it. Meanwhile, legal 

neutrality flows from the legal mandates, proposed above, prohibiting ESPs and 

IESPs from discriminating against any Internet-based application or 

enhancement. 

2. Interconnection 

The story for interconnection is rather similar. Technical interconnection is 

built directly into the design of the InterEdge (again, like IP itself). And 

economic interconnection flows from the legal mandates, including the system 

of bill-and-keep intercarrier compensation, that require (I)ESPs to interconnect. 

Together, technical and economic interconnection can give rise to a unified, 

global, and enhanced network that mirrors the connectivity of the original 

Internet.281 

3. Generality 

Finally, the InterEdge’s design offers a generally useful service—

computational power—that can be deployed to power a generally useful set of 

enhancements, such as caching, DDoS protection, enhancements useful for 

various many-to-many based applications (such as multicast and anycast282), as 

well as any newly invented enhancements, among others. 

 

 281. And, to build on the discussions in supra notes 106 and 167, we emphasize that, much like 

the combination of standards, legal requirements, and incentives that facilitated any-to-any connectivity 

in the context of the original Internet, we expect that, over time, the Enhanced Internet 2.0 will likewise 

build its own tightly woven interconnected mesh of enhancements. 

 282. See supra note 223. 



2026] HOW TO SAVE THE INTERNET 131 

C. Solutions 

Finally, this Part concludes by describing how embracing an Enhanced 

Internet 2.0 and returning to the principles that fueled the original Internet’s 

success through a new set of technical standards, regulations, and market 

incentives can help to address the problems associated with the Enhanced 

Internet 1.0 described above: capacity, resilience, competition, the digital divide, 

and innovation. 

1. Capacity 

The approach of the Enhanced Internet 2.0 motivates investment in a 

unified public infrastructure rather than siloed private networks. Specifically, 

interconnection among IESPs can give rise to incentives for infrastructure 

investment by a wide range of providers, including smaller players and new 

entrants. Such investments can help to expand the Internet’s capacity and reach. 

The InterEdge creates a collective network that grows in response to overall 

demand. In short, interconnection can help to bend the Internet’s current 

trajectory back toward a model of shared public infrastructure that scales with 

demand. 

2. Resiliency 

Moreover, because the Enhanced Internet 2.0 features more shared 

capacity, it will be more resilient to outages at any one provider. For one, 

interconnection would enable distributed backup capacity: ESPs could share 

resources during outages or periods of peak demand, dynamically rerouting 

traffic through each other’s infrastructures rather than relying solely on 

diminished transit ISPs. This distributed backup system would create a more 

robust safety net, reducing the risk of widespread outages. 

The Enhanced Internet 2.0 can also reduce the risks associated with 

concentration, as smaller IESPs enter the market and connect with larger 

providers. This diversification would lessen the market’s reliance on a few 

dominant providers and minimize the impact of any single ESP’s failure on the 

broader Internet. In short, this new design helps to minimize single points of 

failure. Such deconsolidation could also help to mitigate supply chain 

vulnerabilities in Internet software: if Internet-based applications are housed 

redundantly across several ESP infrastructures, 283  the failure of any one 

infrastructural provider would be less likely to trigger cascading outages across 

 

 283. On the other hand, deconsolidation without interconnection might intensify risks of 

cascading outages. If we assume that each ESP faces some risk of an outage, and that software supply 

chains implicate a complex web of ESP resources, then the overall risk of any one outage increases as 

the number of providers increases—and one such outage would still give rise to cascading failures 

(though perhaps of a smaller footprint). But interconnection can help to mitigate the effect of an outage 

at any one provider. 
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dependent websites and services. Hence, a more competitive, decentralized 

market would lead to a stronger and more resilient infrastructure. 

Overall, the Enhanced Internet 2.0 leverages the enhancements offered by 

the Enhanced Internet 1.0, and combines them with the resilience of the original 

Internet’s design, creating a stronger and more adaptable infrastructure. 

3. Competition 

As noted, the Enhanced Internet 2.0 creates incentives for smaller players 

and new entrants to offer enhanced services. This is because interconnection, for 

one, lowers entry barriers by allowing providers to offer competitive services 

without needing to invest immediately in a global infrastructure. As such, as in 

the context of the original Internet, smaller players (akin to the smaller transit 

ISPs) could begin with a focused, regional network and gradually expand. In 

short, interconnection reduces initial capital requirements, thus enabling greater 

participation in the market. 

Interconnection also mitigates the anticompetitive potential conferred by 

the powerful network effects that currently favor the largest ESPs. By allowing 

smaller providers to offer their customers access to a broader network, 

interconnection distributes the benefits of network effects, making it easier for 

new entrants to attract and retain customers. 

In all, interconnection lowers barriers to entry and helps to ensure that 

entrenched providers cannot wield their network effects as a sword, giving rise 

to a more competitive market that more easily welcomes new entrants. As these 

new providers bring new competition to the market, consumers may see lower 

prices through lower costs for applications that rely on enhanced service, better 

application performance, and a range of new innovations. 

4. The Digital Divide 

Interconnection can also help address the global digital divide growing 

from within the ESPs’ infrastructure. As noted, the Enhanced Internet 2.0 invites 

local or regional IESPs to offer service to underserved areas. Such providers can 

interconnect with global ESPs to offer comprehensive services. Moreover, 

because interconnection can involve technical collaboration, interconnection can 

help to facilitate knowledge transfer to less developed regions, thereby helping 

to build local expertise and capacity.284 

Overall, the Enhanced Internet 2.0 promises more balance in the 

development of our global communications infrastructure, rather than 

concentrating resources in revenue-rich regions. A more interconnected IESP 

ecosystem can give rise to a more equitable Internet infrastructure that narrows, 

rather than widens, the global digital divide. 

 

 284. See Kwanghui Lim, The Many Faces of Absorptive Capacity: Spillovers of Copper 
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5. Innovation 

Finally, the Enhanced Internet 2.0 will likely prove to be more innovative 

than the existing Enhanced Internet. For one, the Enhanced Internet 2.0 offers 

better support across a broader range of applications and locales. The 

opportunities for innovation are thus greater: they can take the form of peer-to-

peer applications and can arrive from a stroke of genius in a presently 

underserved country.285  The design of the Enhanced Internet 2.0, moreover, 

ensures that a few large ESPs cannot control the Internet’s future, distributing 

power among a more diverse ecosystem, much like the early Internet. Greater 

competition among providers, moreover, will also help to foster innovation. 

Competition may spur IESPs to experiment and develop new InterEdge-

supported services, or new hardware, thereby driving new technological 

advancements. 

In sum, promoting interconnection would combine the innovative spirit of 

the original Internet with the advanced capabilities of modern ESP infrastructure, 

paving the way for the next wave of both application and infrastructure 

innovation. By protecting this innovative capacity, the Enhanced Internet 2.0 

helps to ensure that it is ready to support the next great global communications 

infrastructure, whatever it may be. 

VI. 

CONCLUSION 

The future of our global communications infrastructure is at a crossroads. 

While the Enhanced Internet has improved performance and security, it has done 

so at the expense of the foundational principles that allowed the original Internet 

to thrive. The shift from a neutral and interconnected system of general 

connectivity to one that is dominated by a small number of private ESPs 

threatens resiliency, competition, equitable distribution, and perhaps most 

importantly, innovation online. Indeed, the concentrated owners of the Enhanced 

Internet may impede the emergence of new transformative technologies and 

forestall the deployment of the next generation of communications 

infrastructure. In short, the Enhanced Internet, despite its enhancements, both 

seems less effective as a general-purpose infrastructural platform, and has lesser 

capacity for auto-evolution. 

We are thus not optimistic that the Enhanced Internet, on its current 

trajectory, could support or would allow the next generation of communications 

technology to emerge. The once-thriving market of transit ISPs is shrinking 

rapidly. The resilience of the Internet—historically one of its defining 

 

 285. See BENKLER, supra note 22, at 468 (“What most poor and middle-income countries lack 

is not human creativity but access to the basic tools of innovation.”); see also Shira Ovide, Love it or 

Ban it, Chinese Tech Makes America Better, TECH FRIEND (WASH. POST) (Jan. 31, 2025) (quoting 

Aaron Levie, the CEO of software company Box, as saying that it is beneficial to “get innovation from 

as many places as possible”). 
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strengths—has been weakened by the growing concentration of traffic within a 

few major ESPs. The global Internet has fragmented into a patchwork of private, 

non-interconnected networks, where access to high-performance Internet service 

is determined by private profit incentives. The consequences of this shift extend 

beyond economic competition, encompassing innovation, free expression, 

democratic participation, and global connectivity. 

Yet, history demonstrates that these outcomes are not inevitable. The 

neutrality and standards-based interconnection of the telephone system did not 

emerge by accident; they were the result of deliberate regulatory and technical 

interventions. Likewise, the openness of the early Internet was secured through 

proactive policy choices and thoughtful design. If we wish to restore and 

preserve these essential properties, we must be prepared for a similar struggle. 

That struggle must take place on two fronts—through technical development, 

and, particularly in communities focused on policy, through implementing 

regulations that reinforce the Internet’s role as a neutral and accessible platform. 

To our concern, we see few signs of engagement with that struggle. Our 

vision for an Enhanced Internet 2.0 represents a path forward. Rather than 

accepting the current trajectory as inevitable, this Article proposes a 

reinvigorated approach that retains the performance and security benefits of the 

Enhanced Internet while restoring its foundational principles. 

Our choice is stark. The Internet can continue along its current path, toward 

a fragmented and concentrated system that privileges incumbents and stifles 

innovation. Or, we can chart a new course for the Internet’s future—one that 

preserves the performance benefits of the Enhanced Internet while safeguarding 

the principles that made the original Internet revolutionary in the first place. The 

future of our communications infrastructure depends on our ability to—through 

standards, regulations, and incentives—bend the trajectory of our current 

Internet. 
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